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A neural model simulating the Frohlich effect

Abstract
When asked to indicate the starting position of a fast moving stimulus, observers do not
indicate the actual starting position but a later position on the motion trajectory. This
perceptual illusion is known as the "Frohlich effect". We present a neural model aimed at
simulating this phenomenon based on feedforward and feedback connections. The basic
simulation mechanisms seem compatible with the attentional and the motion extrapolation
account. A comparison between simulated and empirical results showed that the model is

capable of generating the same main effects as those found in the empirical data.
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Motion Misperception Caused by Feedback Connections: A Neural Model Simulating the
Frohlich Effect
Introduction
The so-called Frohlich effect refers to a localization error that occurs when observers

are asked to indicate the first position of a fast moving stimulus. Compared to the actual
starting location, the perceived starting location is shifted in the direction of motion. This
perceptual illusion was named after Friedrich Frohlich. The German physiologist discovered
the phenomenon more than 80 years ago (Frohlich, 1921, 1929) and attributed it to the time it
takes to elicit the sensation that corresponds to a physical stimulus ("Empfindungszeit").
Nowadays, this phenomenon is mostly explained in terms of visuospatial attention (e.g.,
Miisseler & Aschersleben, 1998; Miisseler & Neumann, 1992; Miisseler, Stork, & Kerzel,
2002; Neumann & Miisseler, 1990). Neumann's attentional model — which has lately been
termed "Asynchronous Updating Model" (Scharlau & Neumann, 2003) — states that the
stimulus onset triggers an attention shift towards its location. During the shift, the stimulus
changes its location, and because the conscious perception depends on the stimulus being
attended, a later position is consciously perceived as being the first position (for a more
detailed description of Neumann's attentional model, see Scharlau, this issue). Recently, a
different account — namely motion extrapolation — has been applied to the Frohlich effect
(Carbone & Ansorge, submitted). This account, which was suggested by Nijhawan (1994,
1997, 2002), assumes that the visual system extrapolates the current position of a moving
stimulus in order to compensate for the perceptual delay. Without such compensation, this
delay would — according to Nijhawan — lead to the perception of outdated stimulus positions
because the stimulus would have moved to a new location during the delay. Originally,
motion extrapolation was applied to the flash-lag effect — that is, the phenomenon that a
flashed stimulus seems to lag behind a moving stimulus although both stimuli are actually

presented at adjacent locations. According to this account, the flash-lag effect emerges
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because the moving stimulus is extrapolated to a later position based on the processing of
certain motion features, whereas the flash cannot be extrapolated and thus is perceived at its
actual location. This account might be suitable for explaining the Frohlich effect, assuming
that the extrapolation process based on the first stimulus locations is faster than the perceptual
latency for the first stimulus location. The Frohlich effect would emerge because information
about the first stimulus positions would be used to extrapolate the current stimulus location.
The first extrapolated stimulus position would then be mistaken for the actual starting
location.

The main aim of our simulations was to investigate if a simple neural model is capable
of simulating the basic properties of the Frohlich effect. Although we intended to model an
attentional network, mechanisms implemented by the model — mainly a feedback loop that
meets later stages of visual processing — are relatively abstract, and can be considered as
modeling motion extrapolation as well. In essence, feedback in the model might be regarded
as a time-consuming process of focusing attention on the stimulus or as a means to
extrapolate the motion signal. After the description of the model we will compare simulation
results with results of experiments on the Frohlich effect.

The neural model

In a nutshell, the neural model is based on three assumptions. The first one is the now
well-known fact that feedforward as well as feedback connections exist in brain areas
responsible for visual processing, and that feedback connections are involved in higher
cognitive processes like attention, consciousness, and crossmodal-integration of stimulus
features (e.g., Di Lollo, Enns, & Rensink, 2000; Driver & Spence, 2000; Lamme &
Roelfsema, 2000; Luck, 1998). Secondly, we assume that a feedback loop from higher
cortical areas back to V1 plays an important role in the formation of the conscious percept.
This is in line with studies that have shown such reentrant processes into V1 to be indeed

essential for a conscious perception of visual stimulus features (Martinez et al., 1999;
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Pascual-Leone & Walsh, 2001). And finally, we believe that the Frohlich effect results from
the feedback loop of processing being initially triggered by the actual onset position of the
moving stimulus but terminating on a shifted stimulus position representation when processes
finally reenter at the V1 level.

Since one-dimensional motion is sufficient for simulating the Frohlich effect, we
restricted the model to the horizonatal direction. This has the additional advantages of keeping
the model simple and making the visualization rather easy. Like the visual system, the model
is hierarchical. It consists of five layers, with the first layer representing the input. More
precisely, it corresponds to one row of pixels on a computer screen. The second layer
represents the primary visual cortex (V1), and the levels 3, 4, and 5 correspond to higher
cortical areas accordingly. Each neuron inside the model is connected to other neurons in the
neighboring layers below and above it (except for the outer layers).

Cortical magnification in V1 — that is, increasing receptive field (RF) sizes of V1
neurons with increasing eccentricity — was modeled by applying the formula provided by
Rosa, Casagrande, Preuss, & Kaas (1997)' for a central fixation point with a subject-screen
distance of 40 centimeters (both of which were standard parameters in our Frohlich
experiments). The overlap between neighboring RFs was about 40 percent. The number of
neurons in higher layers was computed by approximately dividing the number of neurons in
the lower layer in half and by keeping the RF-overlap of 40 percent. All connection weights
were set to 0.8.

These constraints led to our standard model for simulating the Frohlich effect. It
consisted of 1,478 pixels in the first layer, 111 neurons in the second layer, 55 neurons in the
third layer, 27 neurons in the fourth layer, and 13 neurons in the fifth layer. This is the
smallest possible model comprising a complete row of pixels on a standard computer screen
with a resolution of 1024x768 pixels (without allowing activity to reach a dead end when

transmitted from one layer to the next).
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Transfer of information inside the net

In simulating the Frohlich effect, the model simulates time, i.e., the time it takes for
the stimulus' movement and for transmitting information from one layer to the next. The
motion is simulated by setting pixels in the input layer to 1 while setting the remaining pixels
to 0 for a specific time interval. The standard stimulus used in most of our experiments
(Carbone, 2001) and in most of the simulations was 14 pixels wide (0.67°) and was shifted by
its entire width with every retrace of the screen (16.67 ms; 60 Hz). Feedforward transmission
delays were estimated based on a meta-analysis of visual response latencies in the macaque
cerebral cortex (Lamme & Roelfsema, 2000): A mean response latency of 72 ms was used for
V1, and three delays of 9.33 ms were successively added per layer so as to yield a total
transmission delay of 100 ms (Lamme & Roelfsema, 2000, p. 575). After each delay,
activation of neurons in the next-higher layer is computed by adding up the weighted outputs
of the lower layer and dividing the sum by the number of outputs of the lower layer. Then half
of the former activation value is added to this input value, and the output of the higher layer is
computed by applying a sigmoid activation function to the sum®. Including the former
activation value allows for a continuing effect of former stimulus locations. After the next
appropriate transmission delay, the input of the following layer is computed by multiplying
the output by the weights, and so on, until the information reaches the final layer. When the
input has finally reached the highest layer, the most highly activated neurons — more
specifically, neurons with an output above the average — are identified. These neurons indicate
the start of the feedback phase. Like the delays for the feedforward processes, the delays for
the feedback-transmission are based on work by Lamme and Roelfsema (2000) in this case
measured as a response enhancement in V1 with a curve-tracing task. Because this delay of
200 ms comprises both the feedforward as well as the feedback loop, we set the complete
feedback delay to 100 ms and the delays for each of the three feedback steps to 33.33 ms

(there are only three feedback steps in our model because the feedback terminates in V1).
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After the first feedback-delay of 33.33 ms, the output values of the neurons belonging to the
receptive fields of the feedback neurons in the next higher layer are inspected and those with
an above-average output are identified. This is where the first step of the feedback loop ends.
After the next delay the net searches for the most highly activated neurons inside the receptive
fields of these neurons, and so on, until the feedback finally reaches the second layer. In the
final computational step, it needs to be determined to which perceived stimulus position the
activation in layer 2 (V1) corresponds. To achieve this, the activity pattern — more specifically
its center of gravity® — inside the highly activated neurons at the second level is compared to
reference activity patterns. These reference center of gravity values were determined offline
before the simulation, by "presenting" the stimulus to the net at each possible position and
computing the center of gravity, and, thereby, mapping stimulus positions to locations in layer
1 (V1). Each stimulus location and the corresponding center of gravity value were stored in a
data file. The reference center of gravity value that best matches the current center of gravity
value is selected and the corresponding stimulus location is the net's "perceived" starting
location.

How do these processes account for the distortion of the perceived first stimulus
location? For a fast moving stimulus, the activity pattern inside the net changes while activity
is transferred to higher levels and also during the feedback phase. This is the case because the
stimulus location changes more rapidly than the time it takes for a complete feedforward and
feedback loop. In more detail, the information that corresponds to the actual starting location
is transferred from one layer to the next until it reaches the highest layer. Thus, the first
stimulus location actually triggers the feedback loop. But already during this feedforward
sweep, lower layers have updated their activation in response to the shifting stimulus location.
This updating continues during the feedback phase. When the net determines the most highly
activated neurons inside the current RFs, the center of gravity has shifted into the direction of

the motion and the feedback loop is distorted in the same direction. This distortion occurs at
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each step of the feedback phase, and the final distortion at the V1-level determines the amount
of the Frohlich effect — the difference between the actual and the perceived starting location.

The net's architecture and the feedforward and feedback processes can be visualized
during the computational process. The amount of activity inside the net is visualized by
inking the neurons and connections with red color, and feedback is visualized by inking them
with blue color. Figure 1 shows various net states during the feedforward and feedback

phases. Since the net is too large for a complete depiction, only its central area is shown.

Insert Figure 1 about here

Comparing empirical and simulation results

To summarize, we tried to model the emergence of the Frohlich effect through
feedforward as well as feedback processes inside a neural model. In principle, the attentional
as well as the motion extrapolation account seem compatible with the proposed mechanisms:
The Asynchronous Updating Model states that the stimulus onset triggers an attention shift
towards its location and that the Frohlich effect arises because the stimulus moves during the
shift and can only be consciously perceived after attention has been shifted to its position. In
the neural model, the triggering of the attention shift would be mimicked by the stimulus
onset triggering the feedback loop and the feedback loop would correspond to the attention
shift. Since the stimulus moves during the shift, the activity pattern inside the net changes,
and when the feedback loop finally terminates at the V1 level, the pattern belonging to a later
stimulus location determines the conscious percept of the seemingly first stimulus position.
The motion extrapolation account states that the first stimulus locations are used to
extrapolate the current position of the stimulus. Inside the neural model, the feedback loop
might be regarded as the extrapolation mechanism. The distortion of the percept into the

motion direction might then be regarded as the correction of the perceived stimulus towards
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the current stimulus location. However, the extrapolation can never compensate for the whole
perceptual delay and, thus, never leads to the perception of the current stimulus location. The
reason is that the feedback is directed only towards second layer (V1) neurons which are
already delayed relative to the retinal input.

In the following part of the paper, we will describe empirical results of Frohlich
experiments for the stimulus parameters velocity, motion direction, and eccentricity, and
compare them to simulation results. The most important question is whether our simple model
is capable of simulating the main effects found in the empirical data. However, it is not
possible to statistically test for these main effects or to test the empirical against the simulated
data, because the model does not produce any variance.

To start with, Miisseler and Aschersleben (1998) investigated the effect of stimulus
velocity on the Frohlich effect. The stimulus velocity was either 14.4° or 55° per second.
They found that the Frohlich effect increased with velocity. This is explained by the
attentional model in a straightforward way: Compared to a slower stimulus, a faster stimulus
covers a longer distance during the attention shift, which leads to a larger Frohlich effect.
Similarly, the motion extrapolation account would explain this result by assuming that since
the extrapolation process estimates the current stimulus location from earlier locations,
stimulus parameters like motion velocity would be considered for the extrapolation.

Inside the net, we simulated the effect of velocity by adapting the virtual retrace rates
in order to match Miisseler and Aschersleben's velocities: Instead of "shifting" the stimulus
with every 16.67 ms, each stimulus position was shown for either 45.77 ms (low velocity) or

8.23 ms (high velocity)®. Figure 2 depicts the empirical results and the simulation results.

Insert Figure 2 about here
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The figure shows that the model is capable of simulating the main effect of velocity.
However, the absolute values of empirical and simulated data differ from one another. The
empirical as well as the simulated data show an increase of the Frohlich effect with growing
velocity but this increase seems to be more pronounced for the simulated data.

Among other stimulus parameters, Carbone (2001) studied the effect of motion
direction on the Frohlich effect. A black square either moved away from the fixation point
(foveofugal), towards it (foveopetal), or not at all. The stationary stimulus did not move, but
was flashed at the "starting location" for one retrace (16.7 ms) - that is, as long as the moving
stimuli were shown at each stimulus location. This manipulation of motion direction yielded a
significant main effect. A post-hoc analysis showed that there was no mislocalization of the
stationary stimulus, and that the Frohlich Effect was more pronounced for the foveofugal than
for the foveopetal motion. This difference between the foveofugal and foveopetal motion is
explained by the attentional model as follows: Before the stimulus is shown, attention is
centered at the fixation point. Then the stimulus appears and attention is moved towards its
location. A stimulus that moves away from the fixation point may "cost" the attention shift
some additional distance, whereas motion towards it can "save" the attention shift some
distance. In other words, attention either has to "catch up" with the stimulus or the stimulus
moves toward the focus of attention. Another possible explanation for the effect of motion
direction in accordance with the attentional explanation was discussed by Carbone (2001):
Evidence found by Mateeff and Hohnsbein (1988) and Mateeff et al. (1991) suggests that the
visual system might be more sensitive to foveofugal than to foveopetal motion. In case of the
moving square this may lead to an earlier start of the attention shift. The motion extrapolation
account per se would not have predicted such an effect for motion direction.

Inside the model, the different motion directions were simulated by "presenting" the
stimulus either to the left or to the right of the virtual fixation point and by shifting the active

pixels (pixels with an output of 1) either further outward for the foveofugal motion or further
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inward for the foveopetal motion with each virtual retrace. The stationary stimulus was
simulated by setting the pixels at the corresponding positions to one for a single retrace

(16.7ms) only. The results of the experiment and the simulations are shown in Figure 3.

Insert Figure 3 about here

A glance at Figure 3 indicates no mislocalization for the stationary stimulus in the
simulated data. This shows that the misperception is indeed produced by later stimulus
positions during the feedforward and feedback processes inside the neural model. The figure
also indicates a stronger Frohlich effect for the foveofugal motion compared to the
foveopetal motion just as for the empirical data. But the difference between the two
conditions is smaller. As for stimulus velocity, the simulated data match the empirical data
qualitatively but not numerically.

Carbone (2001) also investigated the influence of stimulus eccentricity on the Frohlich
effect. The starting location varied between 0 and 58.8 mm (0-8.36°) from the fixation point.
The results showed a linear increase of the Frohlich effect along with eccentricity. The
attentional account explains this increase by assuming that the attention shift takes longer for
a larger distance or that the start of the attention shift is delayed because it is more difficult to
program the target of the attention shift (Carbone, 2001). The extrapolation account would not
predict such an effect of stimulus eccentricity, although Baldo, Kihara, Namba and Klein
(2002) found the flash-lag effect to increase along with an increasing eccentricity of the flash.

For the simulation, the virtual stimulus started at the same eccentricities as the ones
used in the experiment by setting the corresponding pixels to 1. The empirical and simulated

data are shown in Figure 4.

Insert Figure 4 about here
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The simulated data resemble the empirical ones quite closely. Like the empirical data,

the simulated data increase with eccentricity.
Discussion

In this paper, we presented a neural model that simulates the emergence of the
Frohlich effect through feedforward as well as feedback processes. The hierarchical model
comprises five levels, with the first one being the input level and the other levels being visual
processing levels of increasing complexity. In modeling the RF sizes between the first and the
second layer we took into consideration the cortical magnification factor. The moving
stimulus is generated by setting the corresponding pixels at the first level to one. For the
feedforward processes, the neurons at the higher layers are updated according to transmission
delays observed by Lamme and Roelfsema (2000). The most essential component for
simulating the Frohlich effect is the feedback loop from the highest layer back to V1. As were
the feedforward transmission delays, the feedback delays were also adopted from Lamme and
Roelfsema (2000). The distortion of the perceived onset location — the Frohlich effect — is
created by activity changes inside the net due to later stimulus positions. The feedback loop
meets these later location representations and is distorted in the direction of stimulus motion.
When the feedback finally reaches V1, the amount of this distortion determines the amount of
the Frohlich effect.

As we have already emphasized, the basic mechanisms inside the net are compatible
with the attentional and the motion extraplolation explanation of the Frohlich effect. Although
neither Neumann nor Nijhawan discussed the possibility of a feedback mechanism as a
possible physiological basis, both models do not only seem to be compatible with a feedback
mechanism, but such reentrant processing seems to be physiologically even more plausible
than a pure feedforward model. More specifically, there is growing evidence that indeed

feedback connections back to V1 are essential for conscious visual perception. Martinez et al.



A neural model simulating the Frohlich effect 13

(1999), for example, found attentional modulations in V1, using functional magnetic
resonance imaging (fMRI), and hypothesized a reentrant feedback from higher visual areas.
Pascual-Leone and Walsh (2001) used transcranial magnetic stimulation to interfere with the
feedback signal at various points in time after stimulus motion onset and concluded that
feedback to V1 is critical for the awareness of visual motion. Di Lollo, Enns and Rensink
(2000) make the even stronger claim, that all major visual areas have reentrant connections
with V1. However, it should be noted that recently Baldo and Caticha (2004) have presented a
pure feedforward neural network that was capable of simulating the flash-lag effect and the
essence of the Frohlich effect as well.

After the description of the model, we tried to show that basic properties of the
Frohlich effect can be simulated with the model. A misperception only occurred with moving
and not with stationary stimuli, and the direction of the main effects for motion direction,
stimulus eccentricity, and stimulus velocity were simulated by the neural model.
Nevertheless, the absolute Frohlich values of the empirical and the simulated data differed
from one another. In our opinion, the established main effects are more important than the
numerical resemblance because the size of the Frohlich effect may differ strongly between
experiments, probably due to the particular sample of subjects, but the direction of the main
effects rarely does. Additionally, we could have tuned the model to resemble the absolute
effect sizes more closely by adjusting various model parameters. But we thought the model to
be more convincing if we would only use estimates based on observed physiological
parameters such as the RF sizes and the transmission delays.

Besides the fact that having successfully simulated the basic properties of the Frohlich
effect were successfully modeled, it is important to discuss how the main effects are
generated by the neural net, and whether the fact that the attentional model predicted the main
effects found in the empirical and the simulation results means that it is more plausible than

the extrapolation account? The attentional account explains the more pronounced Frohlich
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effect for foveofugal motion with the assumption that an attention shift to a stimulus that
moves away from the fixation point would take longer or is triggered later than a shift to a
stimulus that moves towards the fixation point. Similarly, the attentional model proposes that
the increasing Frohlich effect with growing eccentricity is caused by longer durations of
attention shifts or a delayed start of the shift with larger distances.

Inside the model, the transmission delays for the feedback loop — and therefore the
start and the duration of a hypothetical attention shift — are the same, irrespective of motion
direction and stimulus eccentricity. Actually, the model so far contains no purely attentional
mechanisms and therefore does not favor the attentional account. We supposed that the net's
motion direction and eccentricity effects were caused by the cortical magnification. This was
supported by an additional simulation without the cortical magnification factor. With all RFs
having the size of three neurons, the effect of motion direction disappeared (6.5 for
foveofugal and 6.9 mm for foveopetal motion) and the misperception did not depend on
eccentricity (from low to high eccentricity 5.9, 6.2, 6.6, 8.7, 6.4, and 6.4 mm). Thus, the
simulations indicate that the sole physiological structure might be responsible for effects that
so far have been attributed to higher processes.

In evaluating the model further and in determining whether the feedback loop
corresponds to attention or to motion extrapolation, several steps are possible. The first of
these steps will be to test the model for other properties of the Frohlich effect. For example,
Miisseler and Aschersleben (1998) have found that a valid cue — a cue that is shown at the
starting location prior to the actual moving stimulus — reduces the Frohlich effect, but that an
invalid cue does not enlarge the effect. An even more important step will be to apply the
model to other phenomena, for example, metacontrast masking which was attributed to
attentional processes (Neumann, 1982). With respect to the motion extrapolation account, it is
interesting to note that the original account does not explain why the flash-lag effect is absent

when the stimulus reverses its direction at the instant the flash appears (Carbone, 2002;
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Purushothaman, Patel, Bedell, & Ogmen, 1998). A flash-lag effect would be expected under
these conditions by the standard motion extrapolation account (cf. Nijhawan, 1994), because
the visual system does not know in advance that the stimulus is going to change its direction,
and, thus, should extrapolate further into the original motion direction. Contrary to these
hypothetical effects, the feedback loop inside our neural net would not create such an
overshoot, because the feedback signal can be altered only in the direction of positions at
which the moving stimulus really happened to be. Apart from using simulations to investigate
hypotheses based on previous evidence, we should also derive new hypotheses from model-
simulations and investigate them in new experiments. Finally, the feedback model should be

tested against different computational models, especially pure feedforward models.
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Figure Captions

Figure 1. Various net states inside the central area of the neural model during the feedforward
and feedback processing of a moving stimulus. Activity is represented by red color and the
feedback by blue color. From left to right and from top to bottom, part (a) of the figure shows
the onset of the stimulus, which is simulated by setting the pixels inside the input layer to one.
Part (b) depicts the state when the feedforward activity has reached the highest layer. In part
(c), the feedback-loop is completed. Part (d) shows the net's "perceived" starting location
(blue squares). To simplify a comparison between the perceived and the actual starting
location, we visualized the actual starting location by inking the pixels with green color.
Figure 2. Empirical and simulated data for stimulus velocity.

Figure 3. Empirical and simulated data for motion direction.

Figure 4. Empirical and simulated data for stimulus eccentricity.
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Footnotes
' RFsize (degrees) = 0.57 - eccentricity”® (after Rosa et al., 1997)

1
[ 4 o (et + ot - 1)/2)- 0)/c

> o() =

where netj(t) is the weighted sum of inputs and o0;(t) is the output of neuron i at time t (after
Skapura, 1996, but the former output is added to the input value).
>For a layer with neurons 1, ..., N, and o"" being the minimal output of neuron i, the center

of gravity of its activation is located at position c(t) as computed by the following equation:

o) =",

> (o1 -0)

i=1
* This led to virtual retrace rates of 21.85 Hz and 121.55 Hz. The virtual retrace rates do not
match those of Miisseler and Aschersleben (1998) because the subject-screen distance, the
stimulus size, and the way to generate the motion of the stimulus differed between the

simulation and the actual experiments.
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