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Abstract—This paper initiates a new study on online parti-

tioning algorithms that are sequentially optimized for a query

sequence. As queries arrive one at a time, given the option to

reconfigure the partition after each query so that it can best

serve the next query, the objective is to minimize the query read

cost and data migration cost. This is an online problem without

an optimal solution; online heuristics are the only resort. We

investigate this problem by formulating it as a multi-objective

optimization and proposing an Evolutionary Algorithms (EA)

framework incorporating several online heuristics to explore

Pareto-optimal solutions. This study is driven by our conjecture

that if an online heuristic helps EA converge faster to better

partitioning solutions then practically this heuristic should be

preferred for adapting the partition to the query sequence.

I. INTRODUCTION

This paper considers a problem that we call “Query-
Adaptive Online Partitioning” (QAOP). Taking as input a
stream of queries, each of which can be an arbitrary item-
set, QAOP seeks an efficient online partitioning scheme that
dynamically determines a balanced partition most beneficial
for the query that will arrive next. This partition has to be
computed on the fly, irrevocably, unknown of future queries,
yet aiming to minimize the total server read and migrate costs
for the entire query sequence.

QAOP is an original problem compared to the literature,
e.g., [1]–[4]. First, QAOP does not assume any known patterns
such as those regarding how popular certain items are or how
often certain items are requested in the same query. This
problem is truly online as we do not know what group of
data items will be queried next. Second, QAOP does not seek
a single partition optimized for a “batch” workload of queries;
instead, its output is a sequence of partitions each optimized
for a query, the next query, in a “sequential” workload.
A partitioning solution optimal for a batch of queries may
not offer the best sequential costs incurred when processing
the queries sequentially in a specific order. Vice versa, a
partitioning solution optimal in these sequential costs for a
given order may not be optimal in the batch cost.

QAOP can be formulated as a multi-objective optimization
problem that does not have a solution simultaneously optimal
in both objectives, read cost and move cost. The move cost is
minimum if the same partition is used during the entire query
sequence. On the other hand, if all items of a query are moved
to the same server before this query is received, we obtain a
partition sequence with minimum read cost, but some move

cost incurred. Therefore, we are interested in Pareto-optimal
solutions. A Pareto-optimal solution is one that is not strictly
worse than any other solution in all objectives.

The following contributions are made in the paper:
• We propose an Evolutionary Algorithms (EA) frame-

work to explore Pareto-optimal solutions for QAOP.
This framework consists in how we encode a partition
sequence as an individual and how to apply crossover,
mutation, and selection to evolve a population of indi-
viduals from one generation to the next.

• Due to the size of QAOP in terms of query sequence
length, number of data items, and number of servers, the
solution space in EA can be extremely large. We incor-
porate several heuristics in the EA framework to make it
faster to converge to good Pareto-optimal solutions.

• These EA heuristics are chosen to mimic online heuristics
we may apply when processing a query sequence in
streaming mode. We conjecture that if a heuristic helps
EA converge faster to good partitioning solutions then
in practice the corresponding online heuristic should be
preferred for adjusting the partition during the sequence.

II. RELATED WORK

On top of a distributed infrastructure of commodity servers,
the common practice for partitioning is based on hashing, e.g.,
range-based hashing used in Twitter’s Gizzard [5] or consistent
hashing in Facebook’s Cassandra [6] and Amazon’s Dynamo
[7]. Hashing is random and blind to the desired locality of
associated data. As such, the system may suffer from an
overwhelming CPU bottleneck on the server side that cannot
be resolved just by adding more servers; this is known as the
Multiget Hole problem [8]. It has been shown that we can
avoid this problem by keeping all of the relevant data of each
query local to the same server [9]. There are a variety of works
aimed to preserve locality in the data partition; for example,
for social-data partitioning, SCHISM [1], SPAR [9], S-PUT
[10], DAROS [11], COSPLAY [12], and, for non-social data,
the works in [13] and [14].

The common approach in these works is to preserve locality
based on a pairwise similarity measure and, consequently, the
data partitioning problem can be seen as a graph partitioning
problem. Recently, as in [2], hypergraph has been adopted
to model data associated-ness, thus allowing associated data
to involve any arbitrary number of items, not just two as in



earlier works. A hypergraph partitioner [15], [16] can then
be used to assign the data to their corresponding servers. In
[3], [17], re-partitioning hypergraph models are introduced for
cases where the hypergraph needs to be re-partitioned over the
time to adapt to workload changes. Although incorporating
both read cost and migration cost in each partition adjustment,
these models are not truly for “sequential” queries. Each
repartitioning requires a wait window long enough to form
a quality hypergraph to represent the query workload during
this epoch. In contrast, we focus on minimizing the sequential
cost - the immediate cost - to process each query, not a window
of queries; hence, the arrival order of the queries matters.
The need for live reconfiguration of partitions has increasingly
been emphasized in order to minimize performance impact in
database management systems [4], [18].

An evolution algorithm has been proposed for hypergraph
partitioning [19], serving applications in circuit design. While
this algorithm seeks a single partition for a given hypergraph in
an offline setup, our EA framework is for a different problem
(QAOP), seeking a sequence of partitions for a continuously
growing hypergraph (one hyperedge added at a time).

III. QUERY-ADAPTIVE ONLINE PARTITIONING

Suppose that we have N data items, O = [N ] that need to
be distributed among M servers, S = [M ]; here, [z] denotes
the set {1, 2, ..., z}. Each item is placed on a server according
to an initial partition. Over the time, queries are submitted to
the system one by one, each asking for an itemset (a subset of
items). Due to changing query workload, the initial partition
may no longer be efficient. We should be given the option
to reconfigure the partition adaptively each time a query is
received to reduce the read cost. On the other hand, this should
be done without having to move too many items from one
server to another. The problem is formulated as follows.

Denote the query sequence (unknown in advance) by
q1q2...qT , where q

t

⇢ [N ] is the query at time t to retrieve an
itemset from the servers; for example, query {3, 5, 10} is for
retrieving items 3, 5, and 10 from their respective servers. Start
with a given initial partition at time t = 0, f0 : [N ] ! [M ],
which assigns each item i to some server j = f0(i). At each
subsequent time t � 1, query q

t

is received and processed
according to partition f

t�1, incurring a read cost of r(t) =���
S

i2qt
{f

t�1(i)}
��� (number of servers read). Then, we need to

compute a new partition, f
t

: [N ] ! [M ], to assign each item
i to some server j = f

t

(i). The adjustment to obtain partition
f

t

incurs a move cost of m(t) =
P

N

i=1 [ft(i) 6= f

t�1(i)]
(number of items migrated from one server to another). Over
the entire query sequence, the objective is to minimize the
total sequential read cost and the total sequential move cost
while keeping the partition balanced:
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NX
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t

(i) = j]  C 8j 2 [M ], t 2 [T ]. (3)

Here, C is the maximum storage capacity allowed for each
server. We assume that the set of data items and the set of
servers do not change during the query sequence. It is easy to
see that Objective (1) and Objective (2) cannot concurrently
be achieved. Consequently, we seek Pareto-optimal solutions.

IV. EVOLUTIONARY ALGORITHMS FRAMEWORK

A popular approach to finding Pareto-optimal solutions for
multi-objective optimization problems is to use an evolutionary
algorithm (EA) [20]. EA is an iterative process of generations,
starting with an initial population of candidate solutions in
the first generation and iteratively improving the population
from one generation to the next, eventually reaching the final
solutions in the last generation’s population. The population’s
evolution is inspired by biological evolution which is driven
by three main “genetic” mechanisms: crossover, mutation, and
selection. Crossover and mutation create the necessary diver-
sity, thus facilitating novelty in the population. After crossover
and mutation, in the selection step, the best quality individuals
are chosen to form the next generation’s population. A fitness
function is used to determine the quality of each individual.

With the query sequence length T , the number of items N ,
and the number of servers M , the number of possible partition
sequences is M

NT . The solution search space is smaller with
the balance constraint, but still extremely large, making EA
very slow to converge to a stable good solution state. We
present below the basic EA framework for the QAOP problem,
followed by a set of heuristics to boost its effectiveness.

A. Basic Framework
1) Representation of An Individual: In our framework, an

individual is a solution candidate for the QAOP problem.
For such a candidate, which is a sequence of partitions,
f = f1f2...fT where f

t

: [N ] ! [M ] 8t = 1, 2, ...T , let
{ot1, ot2, ..., ot

kt
} denote the items that are migrated to obtain

partition f

t

from partition f

t�1, and {st1, s

t

2, ..., s

t

kt
} the

corresponding destination servers. The individual to represent
f is then encoded as a “chromosome” string, ! = !1!2 . . .!T

,
of T “genes” where !

t

= {hot1, st1ihot2, st2i . . . hot
kt
, s

t

kt
i}.

Conversely, given an arbitrary string ! of the above tem-
plate, we can reconstruct precisely the corresponding partition
sequence. Indeed, partition f1 can be reconstructed using f0

and w1, partition f2 using f1 and w2, etc. In the encoding of
an individual, it is possible that the destination server of an
item in w

t

is the same as its destination server in w

t�1; in
this case, the item is considered “not-migrated” even though
it is included in w

t

.



2) Initial Population: A population is a set of individuals.
In the beginning (the first generation of EA), each individual
! = !1!2...!T

of the initial population is a string of random
genes. In practice, we need to limit the number of items
that may be migrated during a partition adjustment because
moving too many items at a time may block ongoing regular
transactions. Let k

max

be this limit; this parameter should be
pre-defined. To generate each gene !

t

: (1) choose a random
k

t

2 [0, k
max

]; (2) choose a random subset of k

t

items, {ot1,
o

t

2, ..., ot
kt
}; and (3) for each item o

t

i

, choose a random server
s

t

i

as the destination for this item.
3) Evolution Process: Among many evolutionary algo-

rithms, the Non-dominated Sorting Genetic Algorithm-II
(NSGA-II) [21] and Strength Pareto Evolutionary Algorithm
2 (SPEA2) [22] are widely used for solving multi-objective
optimization problems, either of which can be applied in
our EA framework to run the evolution process. Below, we
describe this process using the mechanisms of SPEA2.

We maintain two types of population, the “regular popula-
tion” (size |P|) and the “archive” (size |A|). Let P

h

and A
h

be the regular population and the archive in each generation
h, respectively. They are updated as follows.

1) First generation (h = 0): P0 is set to the initial
population and A0 is set to empty.

2) Generation (h+ 1):
a) A

h+1 = set of non-dominated individuals of
P
h

[ A
h

(truncated to |A| individual if the pop-
ulation size is larger than |A|, or padded with
lowest-fitness individuals among the dominated if
the population size is less than |A|).

b) P
h+1 = set of |P| individuals after application of

crossover and mutation on A
h+1.

When the maximum number of generations, h

⇤ (given as
input), is reached, the final solutions will be the non-dominated
individuals in the final archive A

h

⇤ .
4) Crossover Mechanism: In the crossover mechanism, a

number of pairs of individuals, called parents, are randomly
selected from the current population and each of these pairs
will be replaced by two new individuals, called offsprings. We
use the Two-Point Crossover mode (the other modes provided
by SPEA2 are One-Point Crossover and Uniform Crossover).

Suppose that the parents are ! = !1!2 . . .!T

and !

0 = !

0
1!

0
2 . . .!

0
T

. First, two random positions
i and j (1 < i < j < T ) are chosen. Then, the
offsprings are !1 . . .!i�1!

0
i

. . .!

0
j

!

j+1 . . .!T

and
!

0
1 . . .!

0
i�1!i

. . .!

j

!

0
j+1 . . .!

0
T

. The number of parent
couples to be replaced in the crossover mechanism is
determined by a probability p

crossover

(given as input). We
should expect p

crossover

⇥ |A| parents to be replaced by their
offsprings.

5) Mutation Mechanism: In the mutation mechanism, a
number of individuals are randomly selected from the cur-
rent population, each to be replaced by a new individual.
This offspring is obtained by altering some genes, chosen at
random, in the original individual. Let the original individual

be ! = !1!2 . . .!i

. . .!

T

. For each gene !

i

selected to be
altered, it is freshly reset to a random gene !

0
i

(how to generate
a random gene is already described above). The corresponding
offspring is the same as ! with the exception that each !

i

is
replaced with !

0
i

.
There are two probability parameters given as input: the

probability that an individual is selected for mutation, p
mutate

,
and the probability that a gene inside an individual is selected
to be altered p

gene mutate

. Thus, expectedly, the number of
individuals to be replaced is p

mutate

⇥ |A| and the num-
ber of genes to be mutated in each selected individual is
p

gene mutate

⇥ T .
6) Selection Mechanism: In each generation h, once we

obtain the new regular population P
h

by applying crossover
and mutation on the archive A

h

, we need to select the best-
fit individuals from P

h

[ A
h

to form the new archive A
h+1

for the next generation. The fitness is defined as follows. Let
q � p denote that individual q dominates individual p. The
fitness of an individual p in generation h is

fitness(p) = �(p)

2

4 1

�(p, k) + 2
+

X

q2Ph[Ah:q�p

�(q)

3

5

where
• �(p) is 0 if individual p corresponds a sequence of parti-

tions where some partition violates the balance constraint
(Eq. (3)). Else, �(p) is 1.

• �(q) is the number of individuals dominated by q in the
set P

h

[A
h

.
• �(p, k) denotes the distance in the objective space from

individual p to its k-nearest individual. As common
setting, k is set to

p|P|+ |A|.
We retain only the |A| individuals with the highest fitness to

form the new archive. Note that, all the individuals violating
the balance constraint are always removed (fitness is zero
because �(p) = 0).

B. Migration Heuristics

In the basic EA framework, we limit the solution space
to only individuals allowing at most k

max

items migrated in
each partition adjustment. In addition to choosing a reasonable
value for k

max

we can further reduce the convergence time
by placing restriction on which items can move and which
destination servers to receive them. Two questions are raised:
(1) can a candidate item for the migration be an arbitrary
item or should it be among the items that are just requested
in the most recent query? and (2) can the destination server
for each moved item be an arbitrary server or should the
destination server be the same for all the moved items?
To investigate these questions, we incorporate the following
migration heuristics in our EA framework, which are applied
after the latest query q

t

has been received and processed.
• RAND-RAND: Move a random subset of up to |q

t

| arbi-
trary items, each to a random server. This is essentially
the default heuristic for the basic framework in which we



cannot move more than the number of items in the last
query.

• RAND-RAND*: Move a random subset of |q
t

| arbitrary
items, each to a random server.

• RAND-SAME: Move a random subset of up to |q
t

|
arbitrary items, all to the same server. This server is
chosen at random.

• RAND-SAME*: Move a random subset of |q
t

| arbitrary
items, all to the same server. This server is chosen at
random.

• Q-SUB-RAND: Move a random subset of items in q

t

,
each to a random server.

• Q-SUB-SAME: Move a random subset of items in q

t

, all
to the same server. This server is a random server among
those that hold at least one of these items.

• Q-ALL-SAME: Move all the items in q

t

, all to the
same server. This server is a random server among those
currently holding at least one of these items.

It is noted that RAND-RAND and RAND-SAME result in
the same degree of randomness in the server locations of
the items, because random items are chosen for migration.
However, since the solution search space of RAND-SAME
is much smaller than that of RAND-RAND, they may behave
differently when incorporated in the EA framework. The same
is said for RAND-RAND* versus RAND-SAME*.

To apply each heuristic above, we need to revise the
EA framework accordingly in two places: generation of
the initial population and the mutation mechanism. Specif-
ically, when we need to generate a random gene !

t

=
{hot1, st1ihot2, st2i . . . hot

kt
, s

t

kt
i}, for a random individual in the

initial population or for mutating an existing individual to
create an offspring, the following conditions must apply:

• RAND-RAND, RAND-SAME, Q-SUB-SAME: k
t

 |q
t

|
• RAND-RAND*, RAND-SAME*: k

t

= |q
t

|
• RAND-SAME, Q-SUB-SAME, Q-ALL-SAME: s

t

1 =
s

t

2 = ... = s

t

kt

• Q-SUB-RAND, Q-SUB-SAME: {ot1, ot2, ..., ot
kt
} ⇢ q

t

• Q-ALL-SAME: {ot1, ot2, ..., ot
kt
} = q

t

In investigation of these heuristics, we conjecture that if an
EA heuristic is found to provide the best quality in the final
population then in practice we should apply the corresponding
migration heuristic to reconfigure the partition adaptively to
the query. For example, if “move-to-same-server” is better than
“move-to-random-server” for the evolution process, the former
should be used for the online heuristic algorithm.

V. EVALUATION

We evaluate the heuristic algorithms using four real-world
datasets, arXiv, github, retail, and actor-movie, obtained from
the dataset repositories at http://konect.uni-koblenz.de and
http://fimi.ua.ac.be/data. We transform these datasets into a
diverse set of “transaction” hypergraphs so that we can use
each vertex to represent a data item and each hyperedge a
query. EachA query sequence in our simulation is a sequence
of 1000 random hyperedges of the hyperedge set. Some

statistics of these datasets are summarized in Table I and Table
II.

The initial partition f0, same in all comparisons, is obtained
by a random partitioning of the items among the servers.
The benchmark for comparing the proposed heuristics is
the partition sequence f1f2...fT where f

t

= f0, hereafter
referred to as RAND-NoMove; there is no migration during
the query sequence. RAND-NoMove thus represents a hash-
based partition assignment that does not adapt to the queries.

The number of servers is M = 16 and number of queries
T = 1000. The maximum server capacity C is set to
allow a deviation up to 1% of the total number of items.
SPEA2 [22] is used as the evolution engine with the fol-
lowing parameters: regular population size |P| 2 {100, 500},
archive size |A| = |P|, number of generations h

⇤ 2
{200, 400, 600, 800, 1000}, crossover probability p

crossover

=
0.8, mutation probability p

mutation

= 0.5, and gene mutation
probability p

gene mutate

= 0.001. The probabilities are so
chosen to ensure a sufficient diversity in the population.

A. EA Convergence
We are interested in the convergence behavior of each

EA heuristic and how much improvement is achieved when
converged in comparison to this heuristic’s respective initial
population. Figure 1 shows the average quality of the Pareto-
optimal population as a result of each EA heuristic after 200,
400, 600, 800, and 1000 generations, with two population
sizes considered, 100 and 500 individuals. The x-axis is the
population’s average read cost as a percentage of that of the
initial population, the y-axis is the population’s average move
cost as a percentage of that of the initial population.

For all the heuristics, it is observed that the improvement in
both read cost and move cost increases quickly in early gen-
erations and, in most cases, slows down towards convergence
after 1000 generations. This is consistent for both cases of the
population size, 100 or 500 individuals, with the results being
slightly better for the larger population size. Starting from the
initial population, EA can cut the move cost to as small as
35% of the cost of the initial population; e.g., see Q-SUB-
RAND for arXiv in Figure 1(b). The read cost can be cut to
as small as 63%; see Q-ALL-SAME for Retail in Figure 1(f).

The results also show a clear clustering separation between
the group of RAND-RAND*, RAND-SAME*, and ALL-
SAME and the group of RAND-RAND, RAND-SAME, Q-
SUB-RAND, and Q-SUB-SAME. This is understandable be-
cause in each group the heuristics share the same constraint
on the move cost. On the other hand, different convergence
rates are observed for these heuristics in the same group. This
is because they have different population densities due to their
unique selection of migrated items and destination servers.

This study shows that our EA framework can be effective in
terms of convergence to a stable solution state and improve-
ment over the initial population. Also, the heuristics represent
a range of options for EA when it comes to how much priority
should be placed on reducing the read cost versus the move
cost and how to select migrated items and destination servers.



TABLE I
SUMMARY OF DATASETS USED IN EVALUATION

Dataset Num. of Items (N ) % of Items Requested Query Sequence Len. (T ) Min. Query Size Max. Query Size Avg. Query Size
arXiv 16,264 2521 (16%) 1000 2 10 3.06

Github 42,444 4995 (12%) 1000 2 238 7.71
Retail 16,407 4130 (25%) 1000 2 52 10.76

Actor-movie 382,218 11130 (3%) 1000 2 89 12.35

(a) (b)

(c) (d)

(e) (f)

(g) (h)

Fig. 1. The average quality of the Pareto-optimal population after 200, 400, 600, 800, and 1000 generations, with two population sizes considered, 100 and
500 individuals. The x-axis is the population’s average read cost as a percentage of that of the initial population, the y-axis is the population’s average move
cost as a percentage of that of the initial population. It is observed that 1000 generations is sufficient for EA to converge in all cases.



TABLE II
NUMBER OF ITEMS FOR EACH RANGE OF REQUEST FREQUENCIES

Dataset % of Total for Each Request Frequency
Total 1 2 3 4 5+

arXiv 2521 (16%) 83.5% 11.9% 3.1% 0.9% 0.2%
Github 4995 (12%) 72.9% 15.9% 5.6% 2.4% 3.2%
Retail 4130 (25%) 57.5% 19.5% 9.3% 4.2% 9.5%

Actor-movie 11130 (3%) 91.0% 7.4% 1.2% 0.2% 0.1%

In the discussions below comparing to the benchmark, we use
the results for the case of 500-individual population size with
1000 generations as this evolution length is sufficient for all
the heuristics to converge.

B. Where to Migrate: Same Server or Not?

We want to compare the EA effectiveness between two
tactics: move the items (those selected for migration) to the
same server or random servers. Allowing arbitrary servers
for migration increases the population diversity. On the other
hand, moving to the same server reduces the solution search
space (faster convergence) and potentially reduces the read
cost faster, at the cost of having a less diverse population.
Ideally, we want minimal population diversity for the same
quality for the Pareto population. The comparative results are
shown in Figures2 and 3, which plot the Pareto-front of final
individuals for each heuristic, where the x-axis is the average
read cost as a percentage of that incurred by the RAND-
NoMove benchmark and the y-axis is the average move cost
as a percentage of the average query size in the dataset.

First we focus on the case where random items are selected
for migration and the same move cost constraint is enforced.
We compare RAND-SAME vs. RAND-RAND and RAND-
SAME* vs. RAND-RAND*. As illustrated in Figure 2, for all
the datasets, there is no significant difference between RAND-
SAME and RAND-RAND. However, when more items are
allowed to moved, as shown in the comparison between
RAND-SAME* vs. RAND-RAND*, RAND-SAME* tends to
offer better read cost, especially for Retail - the dataset with
the strongest data associated-ness (Figure 2(c)).

Next, we focus on the case that the migrated items are
among the most recently requested; hence, we compare Q-
SUB-SAME to Q-SUB-RAND. The results are shown in
Figure 3. The “move-to-same-server” tactic (Q-SUB-SAME)
results in a much better Pareto front than the “move-to-
random-server” tactic (Q-SUB-RAND) for Github and Retail.
For arXiv and Movie-actor, no clear winner is projected.

The above observations are explainable. It is noted that the
data associated-ness in arXiv and Movie-actor is weak; as
seen in Table II, 83.5% of the queried items in arXiv are
requested only one time, and 91% in Actor-movie. As such, it
is unlikely for two co-requested items to appear again in the
same query, explaining why there is no significant difference
between the “move-to-same-server and the “move-to-random-
server” tactics. On the other hand, the data associated-ness

is stronger in Github and strongest in Retail, which benefit
substantially from “moving-to-same-server”.

C. Which Items to Move: Among the Requested or Arbitrary?

Now that we have found “move-to-same-server” prefer-
able to “move-to-random-server”, we focus on comparing
the heuristics that adopt “move-to-same-server” to them-
selves: RAND-SAME, RAND-SAME*, Q-SUB-SAME, Q-
ALL-SAME. The results are plotted in Figure 4.

As expected, with less diversity due to their stronger
constraints on the maximum number of items that can be
moved, RAND-SAME incurs higher read cost than RAND-
SAME* and Q-SUB-SAME incurs higher read cost than Q-
ALL-SAME. On the other hand, also for the same reason, the
move cost is less in RAND-SAME and Q-SUB-SAME than
in RAND-SAME* and Q-ALL-SAME, respectively.

We, therefore, are more interested in comparing the moving-
to-same server heuristics that assume the same move cost
constraint. Specifically, we compare Q-SUB-SAME to RAND-
SAME and Q-ALL-SAME to RAND-SAME*. Between Q-
SUB-SAME and RAND-SAME, there is no significant differ-
ence in performance. They have similar read cost and move
cost in all cases, even when the data associated-ness is strong.
This could be because these heuristics both allow a small num-
ber of items moved in each partition adjustment and a small
migration, whether moving requested items or moving random
items, may not result in any significant difference on the
read cost in our study. Between Q-ALL-SAME and RAND-
SAME*, which allow for more items that can be moved, these
heuristics do not dominate each other in weak associated-
ness cases (arXiv, Actor-movie) but Q-ALL-SAME clearly
becomes superior in cases with stronger data associated-ness;
see Figures 4(b) for Github and 4(c) for Retail.

This study suggests that if the data associated-ness is strong,
the best migration heuristic is to (1) move all the items most
recently requested and (2) move them all to the same server.
For weak data associated-ness, there is no clear read-cost
benefit by choosing the migrated items among the requested
items versus among arbitrary items. We still recommend the
“migrate-requested-items” tactic because thanks to its stricter
constraints on creating offspring individuals, the population is
less diverse, resulting in a smaller solution search space and,
consequently, faster convergence towards the final solution,
without sacrificing quality.

We also observe that all these heuristics work most effec-
tively for Retail - the dataset with strongest data associated-
ness. For example, the read cost resulted from EA can be
as small as 60% of the benchmark cost, which is achieved
using Q-ALL-SAME for Retail (Figure 4(c)). For weak data
associated-ness, the improvement is minor. The best read cost
EA can offer for arXiv and Actor-movie is 87+% of the
benchmark (achieved by RAND-SAME* for arXiv in Figure
4(a)). These observations suggest that EA is more effective
with stronger data associated-ness.



(a) (b)

(c) (d)

Fig. 2. Moving random items: Moving to the same destination server is no worse than moving to random servers. Especially when we allow to move more
and the dataset has strong data associated-ness, moving to the same server is the better tactic (RAND-SAME* better than RAND-RAND*).

(a) (b)

(c) (d)

Fig. 3. Moving requested items: Moving to the same server (Q-SUB-SAME) is better than moving to random servers (Q-SUB-RAND).

VI. CONCLUSIONS

This paper presents an EA based study on the novel problem
of query-adaptive online partitioning (QAOP). To improve the
convergence time and quality of the final solutions, several
migration heuristics are incorporated in the proposed EA
framework. The results of our evaluation with real-world
datasets show that EA can be effective to obtaining good
solutions for QAOP. Compared to the benchmark no-move
partitioning scheme, EA can offer a read cost as small as
60%, hence a 40% improvement. Our study suggests that an
effective migration heuristic for adjusting the current partition

on the fly to benefit future queries is to choose the items for
migration among the most recently requested items and to
move them all to the same destination server (how to choose
this server is an interesting question for the next step in our
research). This heuristic especially works best when the data
associated-ness in the queries is the strongest. Even in the case
of weaker associated-ness the suggested heuristic performs no
worse than the random heuristic. The proposed EA framework
is the first of its kind for QAOP and can provide good solutions
serving as benchmark for future studies on this problem.



(a) (b)

(c) (d)

Fig. 4. Choosing items for migration among the requested is no worse than choosing among random items. The former is even better when data associated-ness
is strong and more items are allowed to be moved (Q-ALL-SAME better than RAND-SAME* for Github and Retail).
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