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Intel’s recently introduced Hyper-Threading Technology (HTT) makes a single physical processor appear as two logical processors. Operating systems and applications can schedule processes or threads on those logical processors.  The performance impact of HTT varies, depending on the nature of the applications running on the processors and on how the hardware is configured. This paper illustrates that variation by presenting a set of controlled studies and offers a simple queueing model to interpret the observations. We also examine the issues involved in collecting performance metrics for HTT systems and their implications for modeling.  

0. Introduction

Computer technology is continually evolving to improve application performance. Each innovation must be evaluated in the field so that practitioners can understand the performance implications for their particular applications, since the actual impact may differ subtly from what was intended.  Intel’s Hyper-Threading Technology (HTT) is one of those recent innovations.  One Intel study shows that HTT sometimes improves performance by 16% to 28% [Marr, et. al.].  But there are times when HTT may degrade application performance. Since all new high-end Intel processors come with HTT it’s there on your new machines whether you know it or not. So it’s important to understand it and to know what it’s doing for you (or against you).

1. The Architecture of Hyper-Threading (HTT vs. Dual Processors)

One can improve application performance by optimizing the software (at the application or interpreter/compiler level) or by speeding up the computation in hardware. But a hardware modification may boost performance less than expected if there is a bottleneck somewhere else in the system.  For example, increasing processor clock speed won’t do much if the CPU waits because memory access for instruction fetch is slow. So another route to performance improvement is to remove bottlenecks that cause resources to be idle. Chip architects have been doing this for years, introducing caches, pipelining and instruction prefetch in order to keep the CPU as busy as possible doing useful work.  HTT is another step in that direction. 

A hyper-threaded processor duplicates some of the hardware (adding less than 5% to the chip size [Marr, et. al.]) on the path from memory to CPU, but not the CPU itself.  

That architecture allows for some parallel processing except at the actual instruction execution phase. That keeps the CPU itself busier, increasing the actual instruction execution rate. You will find technical descriptions in [Marr, et. al.].  HTT makes the chip (IA-32 architecture) appear to the operating system as if it contained two complete physical processors.  That means neither the operating system nor your application need be rewritten to run on a system with HTT
, as long as the operating system follows Intel’s straightforward instructions for choosing a (logical) processor on which to schedule work when the system has multiple physical processors.  Of course in order to take advantage of HTT, as is with any multiprocessor system, multiple threads (in one or several processes) must simultaneously want access to a processor [Guptha].  For information on how Microsoft has addressed that issue (and for Windows licensing consequences), see [Borozan]. For Linux HTT support see [Vianney].

Fortunately, you do not need to understand the chip architecture in order to understand how HTT affects the performance of the applications you care about. You can view and analyze HTT as a black box to “feel” its performance impact.  In section 6, we will present a simple queueing model to predict HTT response times based on some baseline measurements. We proceed to that analysis now, starting with the measurements.

2. The Meaning of Measurements

Multi-processors present a reporting dilemma to the measurement community.  For example, when both processors on a dual processor machine are active during an interval is the utilization 100% or 200%? To eliminate the ambiguity, we have to specify the number of processors for which the utilization is reported. A performance measurement tool must use one convention consistently and make clear how its output is to be interpreted.  The problem is compounded for a hyper-threaded processor, which is a single physical CPU designed to appear to the operating system and its measurement tools as two separate processors. Since hyper-threading is in principle transparent to the operating system and applications, existing measurement tools need no modifications to run in a hyper-threaded environment. But what will they report? The answer varies. We experimented with four programs: Windows’ Task Manager, BMC PATROL Perceive, and two off-the-shelf tools that make system calls to provide CPU utilization information to a running Java program.  The first is Vladimir Roubtsov’s package [Roubtsov] for querying to discover how many seconds of CPU the Java Virtual Machine (JVM) consumes when running an application. The second is part of the Java Virtual Machine Profiler Interface (JVMPI) [JVMPI] provided by Sun. It collects JVM CPU consumption information on a per thread basis. The table below shows the output for a compute intensive batch workload running on a hyper-threaded machine with one physical processor (two virtual processors) with hyper-threading both on and off.
.  As you can see, the measurements are contradictory unless properly interpreted. 

	
	Hyper-threading

	
	off
	on

	
	Number of active threads

	Measurement tool
	1
	2
	1
	2

	Task manager
	100
	100
	50
	100

	PATROL Perceive
	100
	100
	 50 
	100 

	JVMPI
	100 
	100
	100
	100

	Roubstov
	100
	100
	50
	100


Table 1. Reported % CPU Consumption
The two profiling tools do not report utilization directly. We derive that metric using the formula (reported CPU seconds consumed)/(elapsed time). For batch job streams in at most two threads the only problem we see is the factor of two ambiguity illustrated above. But when the work to be done is multithreaded and intermittent more confusing problems occur. We have seen instances in which both tools report utilizations larger than 100%. We have not looked at the code to understand why, but suspect that each process (or thread) is thought by the tool to be consuming CPU when it is running on one of the logical processors. But when both logical processors are busy (in that sense) only one of them can be executing an instruction, since they share the single physical processor. Thus both will be charged for the same real CPU time, leading to over counting that will be clearly visible if the total CPU seconds the tool thinks the process consumed exceeds the elapsed time. Even when it’s not, the problem persists. The busier the system the greater the probability that the tools will report that it takes more seconds of (purportedly real) CPU to do the same amount of work.

In order for a measurement tool to report reliable and useful information it should know the map between logical and physical processors. Intel provides an assembly level API [HTT-API] for accessing that information.  For .Net / Windows 2003, Microsoft will provide this information in its performance registry as well. 

3. Batch Processing

The application we ran in order to investigate what the measurement tools report does more than exercise those tools. It is designed and instrumented to study processor performance under a variety of configurations.  The first test we performed was to set up a number of computation intensive batch job streams, each running in a separate (Java) thread, and measure system performance – in this case the statistics of interest are the number of threads, the throughput, and the CPU utilization. We expect the last of these to be 100% of all requested processors, suitably interpreted. Table 1 reports the throughputs for four configurations: single and dual (physical) processors with hyper-threading both enabled (“on”) and disabled (“off”). In each case the utilizations (which we have not included) show that all the virtual processors for which there is a ready thread are constantly busy. 

	
	Physical Processors

	
	1 Processor 

2400 MHz
	2 Processors

2000 MHz each

	
	Hyper-threading

	Threads
	off
	on
	off
	on

	1
	365
	389
	317
	315

	2
	369
	439
	635
	597

	3
	372
	440
	636
	664

	4
	372
	439
	634
	795

	5
	373
	443
	636
	803

	6
	374
	442
	639
	929

	7
	371
	443
	634
	889

	8
	376
	442
	634
	881


Table 2. Batch throughput
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Figure 1. Batch throughput curves

We can draw some interesting conclusions from these data.   With hyper-threading on or off the single processor system behaves just as we expect it to. The batch throughput is essentially independent of the number of threads.  It is slightly larger with hyper-threading on even for single threaded work, probably because the other background work on the system (like data collection tools) can use the second logical processor and thus interfere less with the batch job stream.

The two-processor system (four virtual processors) can run up to four threads simultaneously. With hyper-threading off the throughput per processor is essentially proportional to processor clock speed when compared to the single processor system.  When the batch job stream is single threaded it keeps just one of the real processors busy. The second is free to do system work, whether or not hyper-threading is enabled, so batch throughput is the same in both cases. With two batch threads the system is smart enough to schedule work on both physical processors and the throughput nearly doubles. It doesn’t quite double, probably because the system must still use resources to run itself. As the number of threads increases to three and then to four the throughput continues to increase when hyper-threading is enabled. Here we see performance improvement in the batch job streams themselves, due to hyper-threading, which introduces some low level parallelism in first one and then both processors.

4. Transaction Processing

In our next set of experiments we configured our benchmark driver to simulate the computation part of a transaction processing or web server workload. At random times requests for a random amount of CPU service arrive at the system. Each request is assigned a thread. Thus the number of active threads varies over time. The larger the arrival rate and average service time the greater the utilization and the higher the probability that there will be many jobs (and hence many threads) active simultaneously. We studied how response time varies with increasing load.
We set out to validate our benchmark software by studying how measured response times for a single processor (with hyper-threading off) matched those predicted by standard queueing theory: when processor utilization is U (0 < U < 1) it should take 1/(1-U) seconds of real (wall clock) time (on average) to accumulate one second of processor time. Thus the response time for an average 1 second job should be 1/(1-U) seconds. Table 3 and Figure 2 compare measured and predicted response times.

In the table utilizations and throughputs are nearly the same since the average job size is close to one second.

	Utilization
	Throughput

(jobs/sec)
	Response time

	
	
	measured
	predicted

	0.183
	0.196
	1.11
	1.14

	0.268
	0.288
	1.21
	1.25

	0.347
	0.374
	1.34
	1.40

	0.434
	0.465
	1.53
	1.61

	0.508
	0.546
	1.71
	1.83

	0.586
	0.621
	1.96
	2.19

	0.657
	0.696
	2.28
	2.60

	0.705
	0.733
	2.57
	3.06

	0.743
	0.770
	2.77
	3.50

	0.768
	0.799
	2.98
	3.84


Table 3. Response times for one-second job (single processor, hyper-threading off, simple M/M/1 model for prediction)
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Figure2 Response time curves for one-second job (single processor, hyper-threading off, simple M/M/1 model for prediction)

We found measured response time systematically smaller than predicted response time. The discrepancy increases with increasing utilization. We seem to see less randomness than the exponential distributions the driver is programmed to produce. We measured the actual coefficients of variation for these statistics and discovered that the interarrival times are in fact more regular than they should be, i.e., the coefficient of variation is less than 1. But the anomaly persists even after we correct for that phenomenon by modifying the naïve 1/(1-U) prediction to take into account the actual coefficient of variation of the job interarrival times.  That suggests that a different queueing model may be needed to reflect the true execution structure of a processor with hyper-threading technology even when hyper-threading is disabled. We will present such a model in Section 7.

5. Hyper-threading On vs. Hyper-threading Off

We do not need a queueing theory model just to compare system performance with hyper-threading on and off. We need only run our benchmark with hyper-threading enabled in order to see what happens. Figure 3 illustrates the results. (The response time data when hyper-threading is on appear in a later table).
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Figure 3. Response time curves for one-second job (hyper-threading on and off)

As expected, hyper-threading improves response time for given throughput, and the improvement increases as the throughput increases. 

The fact that response times for given throughputs are significantly smaller when hyper-threading is on indicates significant benefit for transaction processing workloads.  The maximum throughput possible while still meeting response time service level objectives is larger when hyper-threading is on.

It’s important to use throughput and not utilization as the independent variable here, since we’ve seen that utilization measurements are suspect when hyper-threading is enabled. Fortunately, the important metric in a transaction processing system isn’t the utilization, it’s the response time that corresponds to a given throughput. You need not care how busy your system is – what really matters is how response time varies with system load as defined by useful work done – that is, by throughput.
6.  A Queueing Theory Model for a Hyper-Threaded Processor 

In order to understand the response times when hyper-threading is enabled we developed a queueing theory model for the hyper-threaded architecture described in Section 1 when there is just one physical processor. From the application’s point of view each job visits one of the two logical processors offered to it by the operating system. On the chip, each instruction execution goes through two phases. First one instance of the duplicated part of the hardware does preparatory work, looking up data and instructions in the cache or getting them from memory. Then the single real CPU executes the instruction. We model this situation with the three queues shown in Figure 4. Tasks arrive at the system at the rate of 
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Figure 4. A simple queueing model for hyper-threading.  The solid circle represents the single physical processor; the open circles the places where work is done prior to instruction execution.  

Suppose the service time at the preparatory queue is 
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 seconds/job and the service time at the real CPU is 
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seconds/job and that the job interarrival times and service times are exponentially distributed. We then estimate the mean response time using an open model:
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since we have assumed 
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In order to use this model to predict the response times we measured in our experiments, we need values for 
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. The first of these we know. It’s an input parameter. We can measure the average total service time for each job, seen from the outside, but that does not tell us the internal service times. All we can be sure of (when the system is not saturated) is
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In order to test the model and to understand hyper-threading architecture, we found the values of 
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 that best fit the measured data. Those values turned out to be
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 = 0.81.

That suggests that about 15% of the work occurs in the parallel preparatory phase of the computation, while instruction execution consumes about 65%.

Table 4 and Figure 5 show the results of our experiment and analysis. 

The fact that we can fit the measured data so well with reasonable parameter values suggests that the model is sound. 

	Utilization

(nominal)
	Throughput

(jobs/sec)
	Response time

	
	
	measured
	predicted

	0.110
	0.200
	1.12
	1.10

	0.174
	0.298
	1.24
	1.20

	0.237
	0.387
	1.36
	1.32

	0.313
	0.486
	1.55
	1.48

	0.388
	0.578
	1.73
	1.67

	0.468
	0.667
	2.02
	1.91

	0.545
	0.754
	2.35
	2.25

	0.578
	0.795
	2.41
	2.44

	0.617
	0.842
	2.56
	2.72

	0.658
	0.887
	2.74
	3.07


Table 4. Response times for one-second job (single processor, hyper-threading on, predictions from model in Figure 4)


[image: image30.wmf]0

0.5

1

1.5

2

2.5

3

3.5

0

200

400

600

800

1000

throughput

response time

measured

predicted

measured/predicted

Figure 5. Response time curves for one-second job (single processor, hyper-threading on, predictions from model in Figure 4)

7.  A Tandem Queue Model for a Processor with Hyper-Threading off

In Section 4 we used a simple M/M/1 model to try to predict the response times of jobs running on a hyper-threaded processor for which hyper-threading was disabled. The theoretical and measured results did not match.  We need a better model.  Fortunately, the one we developed for the system when hyper-threading is enabled works here too. When hyper-threading is disabled we assume that jobs still visit the chip hardware that does preparatory work before moving to the execution phase. The difference is that there is just one queue and one server in the preparatory phase.

That is the model in Figure 4 with 
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= 1 and 
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 = 0. We redraw it in Figure 6.
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Figure 6. A tandem queue model for hyper-threading disabled.  The solid circle represents the single physical processor; the open circle the place preparatory work is done prior to instruction execution.  

The response time, under the same statistical assumptions, is 
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where 
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 is the mean service time for the preparatory work, which is non-zero even when the hyper-threading is disabled, and 
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 is the mean service time in the execution phase.

As in the previous section, we found the values of 
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 and 
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 that best predict the measured data:
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  = 0.045, 
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 = 0.878.

Note that when hyper-threading is disabled the nominal service time for the preparation work is much smaller than that when hyper-threading is on.

Table 5 and Figure 7 show the measured and predicted response times using the tandem queueing model.  These match remarkably well, suggesting that this is in fact a good model for the chip architecture.

	Utilization
	Throughput

(jobs/sec)
	Response time

	
	
	measured
	predicted

	0.183
	0.196
	1.11
	1.11

	0.268
	0.288
	1.21
	1.22

	0.347
	0.374
	1.34
	1.35

	0.434
	0.465
	1.53
	1.53

	0.508
	0.546
	1.71
	1.73

	0.586
	0.621
	1.96
	1.98

	0.657
	0.696
	2.28
	2.31

	0.705
	0.733
	2.57
	2.51

	0.743
	0.770
	2.77
	2.75

	0.768
	0.799
	2.98
	2.99


Table 5.  Response times for one-second job (single processor, hyper-threading off, predictions from tandem queue model in Figure 6) 
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Figure 7. Response time curves for one-second job (single processor, hyper-threading off, predictions from tandem queue model in Figure 6) 
8. Future Work

Our work so far shows that it is possible to measure and model application performance in a hyper-threaded environment. Our plans now are to

· Explore how the model parameters 
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 and 
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depend on the nature of the instructions being executed.

· Find ways to compute or estimate 
[image: image46.wmf]1

s

 and 
[image: image47.wmf]2

s

from first principles rather than by finding the best fit to measured data.

· Test our general queueing model on systems with multiple physical processors each of which is hyper-threaded. 
9. Summary 

Hyper-threading is complex, interesting and ubiquitous. Until measurement tools have caught up to it, you must treat what they say with some caution and insight.

In general, Intel’s claims for the performance benefits are believable, but you must be a little careful. Single threaded applications may run better with hyper-threading disabled. Measure and act accordingly.

It is possible to construct relatively simple queueing theory models for hyper-threaded processors. 
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Appendix. Experimental Setup

System configuration. The single processor machine runs a 2400 MHz Intel PowerEdge CPU. The dual processor machine runs two similar 2000 MHz CPUs. The operating system on both machines is Windows 2000, running standard utilities (Task Manager, BMC Collect, virus scan) and Java 1.4.

Benchmark software. We wrote and instrumented a multithreaded Java application configurable to generate various kinds of compute intensive workloads. In our experiments the computation consisted of multiple invocations of method .log in the Java Math class; we varied the way in which the system was called upon to compute those logarithms.

· Batch, with a specifiable number of job streams each running in its own thread. Each stream presents the system with a sequence of identical jobs. Each job takes about 100 seconds on the single processor machine with hyper-threading disabled.

· Open, with specified arrival rates and service times, each job running in its own thread. In these experiments the jobs are shorter and their actual sizes are determined randomly. On average, each calls for one second of computation on the single processor machine. Interarrival times and service demands are exponentially distributed.
· Closed, with a specifiable number of job streams, specified think times and job service times. Jobs are as in the open experiment. Think times and service demands are exponentially distributed. This paper does not deal with the results for closed job streams.






















































































































� Ethan Bolker is also Professor of Computer Science at the University of Massachusetts, Boston.


� Some specialized applications like compilers and video games might benefit from HTT aware coding. 


� Since hyper-threading is set in the BIOS you must reboot to enable or disable it.    
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		Batch model hyperthreading experiments

										data submitted with paper

		dell, htt off, July 31								dell, htt off

		threads

		1		365.2507						365.3583

		2		369.3872						346.5861

		3		371.8472						350.8967

		4		371.6582						350.6862

		5		373.4835						348.2468

		6		374.1716						352.2236

		7		371.1078						350.8312

		8		375.7402						352.0143

				new data		new data		old data		old data

				dell off		dell on		vick off		vick on

		threads		throughput

		1		365.2507		389.1962		317.126		314.867

		2		369.3872		438.841		634.5315		596.7757

		3		371.8472		440.0411		635.6666		663.7323

		4		371.6582		438.7002		634.0129		795.0224

		5		373.4835		442.9398		635.9157		803.3782

		6		374.1716		441.66		639.378		929.1082

		7		371.1078		442.5038		633.8813		889.4139

		8		375.7402		441.9838		633.8813		881.2833

		vicksburg - job size scaled to processor speed

		1		955.1402		0.2498

		2		1734.6231		0.4998

		3		1694.8763		0.7495

		4		1485.8308		0.9963

		5		1491.4399		0.9957

		6		1496.3522		0.9964

		7		1484.2402		0.9961

		8		1488.3425		0.996

		vicksburg - absolute job size, seed 111

		1		314.867		0.2499

		2		596.7757		0.4997

		3		663.7323		0.7494

		4		795.0224		0.993

		5		803.3782		0.9919

		6		929.1082		0.9932

		7		889.4139		0.9935

		8		881.2833		0.986

		dell - hyperthreading off, seed 111, scaled job size

		1		1091.0269		0.9913

		2		1078.6706		0.9946

		3		1090.8586		0.9937

		4		1040.812		0.9911

		5		1059.9628		0.9941

		6		1048.359		0.9948

		7		1075.0452		0.9901

		8		1068.5343		0.9948

		dell - hyperthreading off, seed 111, absolute job size

		1		365.3583		0.9928

		2		346.5861		0.9937

		3		350.8967		0.9916

		4		350.6862		0.9947

		5		348.2468		0.9934

		6		352.2236		0.992

		7		350.8312		0.9945

		8		352.0143		0.9941
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				Open model hyperthreading experiments

				time: elapsed minutes for data collection part of benchmark run

				bmkCPU: benchmark process CPU consumption (msec) seen by DLL called from Java

				jobCount: number of jobs

				jobCPU: job thread CPU consumption (msec) seen by a (different) DLL

				response: average job response time (sec) from benchmark timestamps

				arrival: jobCount/time (jobs/sec)

				arrivalCV: coeff ov variation for job arrivals

				serviceCV: coeff of variation for job service times

				service(1): job thread CPU consumption (sec/job)

				service(2): bmkCPU/jobCount (sec/job)

				bmkUtil: bmkCPU/time, units aligned

				jobUtil: jobCPU/time, units aligned

				bmkOver: bmk CPU utilization not captured by jobs

				deg: response/service

				arrival(2): jobCount/time

				dell, htt off		14-Aug

		|------------------------------------------------------------ measured ---------------------------------------------------------------|																				|--------------------- computed -------------------- - - -  -  -  -  -    -    -    -

		seed		time		bmkCPU		jobCount		jobCPU		response		arrival		arrivalCV		serviceCV				arrival(2)		arr/arr(2)		bmkUtil		response		service(1)		G/G/1		resp/(G/G/1)

		111		59.5109		654437		701		652095		1.1064		197.1929		0.9815		1.0108				0.1963225784		1004.4331200522		0.1832821102		1.1064		0.9335763195		1.1386821109		0.9716495846

		111		59.6565		958563		1031		958544		1.2075		289.8477		0.9739		0.999				0.2880379059		1006.2831803133		0.2678006588		1.2075		0.9297410281		1.252586537		0.9640052518

		111		59.7148		1243750		1341		1243638		1.3358		377.457		0.9601		1.0077				0.3742790732		1008.4907947919		0.347136165		1.3358		0.9274794929		1.3977601824		0.9556718075

		111		59.7336		1555797		1668		1555683		1.5264		473.4742		0.9371		1.0171				0.465399708		1017.349585364		0.4340932072		1.5264		0.9327320144		1.6104638835		0.9478014476

		111		59.8167		1823891		1960		1823247		1.7115		554.0582		0.9214		1.0148				0.5461128191		1014.5489734267		0.508188906		1.7115		0.9305566327		1.8317437062		0.9343556057

		111		59.7919		2103907		2228		2090013		1.959		634.4091		0.9046		1.0113				0.6210428726		1021.5222297924		0.5864526243		1.959		0.9443029623		2.1874036105		0.8955823199

		111		59.8919		2362250		2503		2358479		2.2819		713.871		0.8878		1.0004				0.6965326975		1024.8923023148		0.657364908		2.2819		0.943767479		2.6004659118		0.8774966015

		111		59.867		2533797		2632		2535106		2.5746		749.0207		0.8793		0.996				0.7327353411		1022.2254311603		0.7053961281		2.5746		0.9626888298		3.0639963263		0.8402751589

		111		59.9029		2670938		2766		2670794		2.7696		785.8525		0.8692		0.9939				0.7695787683		1021.1462846475		0.743129854		2.7696		0.9656319595		3.5019034559		0.7908841677

		111		59.9099		2759797		2872		2756823		2.9832		813.7128		0.862		0.9926				0.7989775758		1018.4426004886		0.7677632022		2.9832		0.9609321031		3.8369127871		0.7775000803

		237		59.4958		637578		731		636156		1.0283		190.9873		0.9774		0.936				0.2047763596		932.6628347475		0.1786058848		1.0283		0.8721997264		1.0158746731		1.0122311613

		237		59.7198		947250		1073		947201		1.1237		286.4575		0.9456		0.9873				0.2994540058		956.5993257316		0.2643595591		1.1237		0.882805219		1.1597882016		0.9688838

		237		59.7878		1249703		1393		1249622		1.2929		377.2916		0.9449		0.9928				0.388317795		971.6052285347		0.3483717971		1.2929		0.8971306533		1.3338665049		0.9692874027

		237		59.8122		1551125		1742		1551076		1.46		468.7397		0.9439		0.9987				0.4854082166		965.6608272448		0.432220907		1.46		0.8904276693		1.5232550932		0.958473736

		237		59.8398		1780828		2011		1778482		1.6184		539.6517		0.951		1.0015				0.5601065957		963.4803519938		0.4959987611		1.6184		0.8855435107		1.715297078		0.9435100315

		237		59.8049		2037828		2302		2040746		1.8457		621.9774		0.9357		0.9995				0.6415304877		969.5211870354		0.5679099873		1.8457		0.8852423979		1.9823659864		0.9310591549

		237		59.876		2284734		2580		2277247		2.0887		694.9849		0.9148		0.9952				0.7181508451		967.7422295907		0.6359626562		2.0887		0.885555814		2.3231292521		0.8990890189

				dell, htt on		14-Aug

		|------------------------------------------------------------ measured ---------------------------------------------------------------|																				|--------------------- computed -------------------- - - -  -  -  -  -    -    -    -

		seed		time		bmkCPU		jobCount		jobCPU		response		arrival		arrivalCV		serviceCV				arrival(2)		arr/arr(2)		bmkUtil		response		service(1)		Yiping		resp/Yiping		(1-err)^2

		111		59.4354		391922		715		783782		1.1252		202.1659		1.0006		1.0059				0.2004977954		1008.3198153449		0.1099013943		1.1252		0.5481426573		1.100639749		1.022314523		0.0004979379

		111		59.626		623125		1066		1246046		1.2421		300.1734		1.001		1.0004				0.2979684478		1007.3999520675		0.1741759747		1.2421		0.5845450281		1.2035336216		1.0320442883		0.0010268364

		111		59.7044		848438		1386		1696559		1.3595		388.7157		1.0026		1.0072				0.3869061577		1004.6769540727		0.236844074		1.3595		0.6121486291		1.3180886538		1.0314177245		0.0009870734

		111		59.8198		1126172		1743		2252060		1.5523		493.263		0.9917		1.0116				0.4856251609		1015.7278487917		0.3137679052		1.5523		0.6461113024		1.4772109602		1.0508316292		0.0025838545

		111		59.8547		1394765		2077		2784185		1.729		588.8737		0.9727		1.0167				0.5783450033		1018.2048719708		0.3883752376		1.729		0.6715286471		1.6705204657		1.0350067751		0.0012254743

		111		59.8636		1681235		2394		3357855		2.0291		680.7465		0.9757		1.0104				0.6665152112		1021.3517838947		0.46807381		2.0291		0.702270259		1.9133890079		1.0604743686		0.0036571493

		111		59.874		1959148		2710		3919245		2.3469		768.5379		0.9694		0.9941				0.7543619378		1018.7919902125		0.5453530191		2.3469		0.7229328413		2.245118516		1.0453345707		0.0020552233

		111		59.9011		2075969		2857		4151402		2.4142		808.657		0.9704		0.9939				0.7949214066		1017.2791842359		0.5776101496		2.4142		0.7266254813		2.4436446598		0.9879505149		0.0001451901

		111		59.9042		2216469		3027		4435371		2.5583		855.7563		0.9623		0.9899				0.8421780109		1016.1228254997		0.6166704505		2.5583		0.7322329039		2.727576207		0.9379389633		0.0038515723

		111		59.8998		2363382		3189		4721665		2.7356		900.7458		0.956		0.9878				0.8873151496		1015.13627979		0.6575931806		2.7356		0.7411044214		3.0723264866		0.8904001615		0.0120121246

																																		sum(e^2):		0.0280424361

		237		59.5708		375930		745		751827		1.0308		193.2064		0.9938		0.9376				0.2084354527		926.9363607882		0.1051773688		1.0308		0.5046040268		1.0598212316		0.9726168614		0.0007498363

		237		59.7008		620477		1114		1239998		1.1713		298.89		0.9739		0.9996				0.3109952742		961.0756972352		0.1732185052		1.1713		0.556981149		1.1603476893		1.009438818		0.0000890913

		237		59.6443		857492		1443		1714730		1.3273		390.7657		0.9832		0.9954				0.4032237783		969.1038104162		0.2396127263		1.3273		0.5942425502		1.2708007263		1.0444595856		0.0019766548

		237		59.788		1111218		1809		2222076		1.4529		485.5923		0.995		1.0037				0.5042817957		962.9383891343		0.3097661738		1.4529		0.6142719735		1.4219979021		1.0217314652		0.0004722566

		237		59.8591		1342258		2112		2688339		1.6101		566.4324		1.0072		0.9969				0.5880475984		963.2424339443		0.3737270802		1.6101		0.6355388258		1.5808777406		1.0184848319		0.000341689

		237		59.8596		1633922		2476		3272184		1.8234		669.3618		1.0017		0.9983				0.6893909526		970.9465978178		0.4549317625		1.8234		0.6599038772		1.8336202391		0.9944261964		0.0000310673

		237		59.8938		1924469		2797		3849762		2.1453		757.591		0.989		1.0056				0.7783220745		973.364401197		0.5355225972		2.1453		0.6880475509		2.1401186146		1.002421074		0.0000058616

		237		59.9		2052570		2958		4109275		2.2906		802.6775		0.983		1.0054				0.8230383973		975.2613032454		0.5711101836		2.2906		0.6939046653		2.3397050434		0.9790122932		0.0004404838

		237		59.8935		2199351		3122		4400040		2.5207		846.6809		0.9813		0.9991				0.8687642788		974.5807011688		0.6120171638		2.5207		0.7044686099		2.5891594609		0.9735591948		0.0006991162

		237		59.9065		2364789		3281		4732652		2.8154		886.7795		0.9742		0.9942				0.9128113532		971.4816723575		0.6579110781		2.8154		0.7207525145		2.8889345743		0.9745461268		0.0006478997

																																		sum(e^2):		0.0054539565

																						111		111		111		111		237		237		237		237

																						prep		0.1253333333		prep+exec		0.94		prep		0.1206666667		prep+exec		0.905

																						exec		0.8146666667		exec/prep		6.5		exec		0.7843333333		exec/prep		6.5

				Compare response times for same throughput, htt on and off

				Need to interpolate a little from measured data to use Excel

				seed 111

				htt on				htt off				nominal		resp (on)		resp (off)		on/off

				arrival		response		arrival		response		thruput

				200.4977953655		1.1252		196.3225784408		1.1064		200		1.1246029764		1.1104537098		1.0127418789

				297.9684477689		1.2421		288.0379059002		1.2075		295		1.2381815748		1.2178574279		1.0166884451

				386.9061576701		1.3595		374.2790731946		1.3358		383		1.3518712034		1.3540418467		0.9983969156

				485.6251608999		1.5523		465.399708037		1.5264		480		1.5415799006		1.5598829621		0.9882663879

				578.3450032607		1.729		546.1128191068		1.7115		570		1.7005965797		1.7904012819		0.9498410199

				666.5152112469		2.0291		621.0428725853		1.959		660		2.0055301504		2.1256351254		0.9434968996

				754.3619378473		2.3469		696.5326975211		2.2819		740		2.3230693521		2.6333350935		0.8821776453

				794.9214065629		2.4142		732.7353411173		2.5746		780		2.3687000172		2.8247561116		0.8385502761

				842.1780108907		2.5583		769.5787683067		2.7696		820		2.4711841251		3.135940543		0.7880200824

				887.3151496332		2.7356		798.9775757707		2.9832		860		2.628305294		3.4265645763		0.7670380159

				seed 237

				193.2064		1.0308		190.9873		1.0283		200		1.0398316833		1.0373060729		1.0024347783

				298.89		1.1713		286.4575		1.1237		295		1.1646949891		1.1396124272		1.0220097301

				390.7657		1.3273		377.2916		1.2929		383		1.3170141528		1.303330765		1.0104987837

				485.5923		1.4529		468.7397		1.46		480		1.4420253281		1.4851527459		0.9709609548

				566.4324		1.6101		539.6517		1.6184		570		1.6174931168		1.7021911927		0.9502417377

				669.3618		1.8234		621.9774		1.8457		660		1.7892439222		1.9722553786		0.9072070187

				757.591		2.1453		694.9849		2.0887		735		2.0628778212		2.2218872657		0.9284349629
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Sheet1

		Batch model hyperthreading experiments

										data submitted with paper

		dell, htt off, July 31								dell, htt off

		threads

		1		365.2507						365.3583

		2		369.3872						346.5861

		3		371.8472						350.8967

		4		371.6582						350.6862

		5		373.4835						348.2468

		6		374.1716						352.2236

		7		371.1078						350.8312

		8		375.7402						352.0143

				new data		new data		old data		old data

				dell off		dell on		vick off		vick on

		threads		throughput

		1		365.2507		389.1962		317.126		314.867

		2		369.3872		438.841		634.5315		596.7757

		3		371.8472		440.0411		635.6666		663.7323

		4		371.6582		438.7002		634.0129		795.0224

		5		373.4835		442.9398		635.9157		803.3782

		6		374.1716		441.66		639.378		929.1082

		7		371.1078		442.5038		633.8813		889.4139

		8		375.7402		441.9838		633.8813		881.2833

		vicksburg - job size scaled to processor speed

		1		955.1402		0.2498

		2		1734.6231		0.4998

		3		1694.8763		0.7495

		4		1485.8308		0.9963

		5		1491.4399		0.9957

		6		1496.3522		0.9964

		7		1484.2402		0.9961

		8		1488.3425		0.996

		vicksburg - absolute job size, seed 111

		1		314.867		0.2499

		2		596.7757		0.4997

		3		663.7323		0.7494

		4		795.0224		0.993

		5		803.3782		0.9919

		6		929.1082		0.9932

		7		889.4139		0.9935

		8		881.2833		0.986

		dell - hyperthreading off, seed 111, scaled job size

		1		1091.0269		0.9913

		2		1078.6706		0.9946

		3		1090.8586		0.9937

		4		1040.812		0.9911

		5		1059.9628		0.9941

		6		1048.359		0.9948

		7		1075.0452		0.9901

		8		1068.5343		0.9948

		dell - hyperthreading off, seed 111, absolute job size

		1		365.3583		0.9928

		2		346.5861		0.9937

		3		350.8967		0.9916

		4		350.6862		0.9947

		5		348.2468		0.9934

		6		352.2236		0.992

		7		350.8312		0.9945

		8		352.0143		0.9941
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Sheet1

				Open model hyperthreading experiments

				time: elapsed minutes for data collection part of benchmark run

				bmkCPU: benchmark process CPU consumption (msec) seen by DLL called from Java

				jobCount: number of jobs

				jobCPU: job thread CPU consumption (msec) seen by a (different) DLL

				response: average job response time (sec) from benchmark timestamps

				arrival: jobCount/time (jobs/sec)

				arrivalCV: coeff ov variation for job arrivals

				serviceCV: coeff of variation for job service times

				service(1): job thread CPU consumption (sec/job)

				service(2): bmkCPU/jobCount (sec/job)

				bmkUtil: bmkCPU/time, units aligned

				jobUtil: jobCPU/time, units aligned

				bmkOver: bmk CPU utilization not captured by jobs

				deg: response/service

				arrival(2): jobCount/time

				dell, htt off		14-Aug

		|------------------------------------------------------------ measured ---------------------------------------------------------------|																				|--------------------- computed -------------------- - - -  -  -  -  -    -    -    -

		seed		time		bmkCPU		jobCount		jobCPU		response		arrival		arrivalCV		serviceCV				arrival(2)		arr/arr(2)		bmkUtil		response		service(1)		G/G/1		resp/(G/G/1)

		111		59.5109		654437		701		652095		1.1064		197.1929		0.9815		1.0108				0.1963225784		1004.4331200522		0.1832821102		1.1064		0.9335763195		1.1386821109		0.9716495846

		111		59.6565		958563		1031		958544		1.2075		289.8477		0.9739		0.999				0.2880379059		1006.2831803133		0.2678006588		1.2075		0.9297410281		1.252586537		0.9640052518

		111		59.7148		1243750		1341		1243638		1.3358		377.457		0.9601		1.0077				0.3742790732		1008.4907947919		0.347136165		1.3358		0.9274794929		1.3977601824		0.9556718075

		111		59.7336		1555797		1668		1555683		1.5264		473.4742		0.9371		1.0171				0.465399708		1017.349585364		0.4340932072		1.5264		0.9327320144		1.6104638835		0.9478014476

		111		59.8167		1823891		1960		1823247		1.7115		554.0582		0.9214		1.0148				0.5461128191		1014.5489734267		0.508188906		1.7115		0.9305566327		1.8317437062		0.9343556057

		111		59.7919		2103907		2228		2090013		1.959		634.4091		0.9046		1.0113				0.6210428726		1021.5222297924		0.5864526243		1.959		0.9443029623		2.1874036105		0.8955823199

		111		59.8919		2362250		2503		2358479		2.2819		713.871		0.8878		1.0004				0.6965326975		1024.8923023148		0.657364908		2.2819		0.943767479		2.6004659118		0.8774966015

		111		59.867		2533797		2632		2535106		2.5746		749.0207		0.8793		0.996				0.7327353411		1022.2254311603		0.7053961281		2.5746		0.9626888298		3.0639963263		0.8402751589

		111		59.9029		2670938		2766		2670794		2.7696		785.8525		0.8692		0.9939				0.7695787683		1021.1462846475		0.743129854		2.7696		0.9656319595		3.5019034559		0.7908841677

		111		59.9099		2759797		2872		2756823		2.9832		813.7128		0.862		0.9926				0.7989775758		1018.4426004886		0.7677632022		2.9832		0.9609321031		3.8369127871		0.7775000803

		237		59.4958		637578		731		636156		1.0283		190.9873		0.9774		0.936				0.2047763596		932.6628347475		0.1786058848		1.0283		0.8721997264		1.0158746731		1.0122311613

		237		59.7198		947250		1073		947201		1.1237		286.4575		0.9456		0.9873				0.2994540058		956.5993257316		0.2643595591		1.1237		0.882805219		1.1597882016		0.9688838

		237		59.7878		1249703		1393		1249622		1.2929		377.2916		0.9449		0.9928				0.388317795		971.6052285347		0.3483717971		1.2929		0.8971306533		1.3338665049		0.9692874027

		237		59.8122		1551125		1742		1551076		1.46		468.7397		0.9439		0.9987				0.4854082166		965.6608272448		0.432220907		1.46		0.8904276693		1.5232550932		0.958473736

		237		59.8398		1780828		2011		1778482		1.6184		539.6517		0.951		1.0015				0.5601065957		963.4803519938		0.4959987611		1.6184		0.8855435107		1.715297078		0.9435100315

		237		59.8049		2037828		2302		2040746		1.8457		621.9774		0.9357		0.9995				0.6415304877		969.5211870354		0.5679099873		1.8457		0.8852423979		1.9823659864		0.9310591549

		237		59.876		2284734		2580		2277247		2.0887		694.9849		0.9148		0.9952				0.7181508451		967.7422295907		0.6359626562		2.0887		0.885555814		2.3231292521		0.8990890189

				dell, htt on		14-Aug

		|------------------------------------------------------------ measured ---------------------------------------------------------------|																				|--------------------- computed -------------------- - - -  -  -  -  -    -    -    -

		seed		time		bmkCPU		jobCount		jobCPU		response		arrival		arrivalCV		serviceCV				arrival(2)		arr/arr(2)		bmkUtil		response		service(1)		Yiping		resp/Yiping		(1-err)^2

		111		59.4354		391922		715		783782		1.1252		202.1659		1.0006		1.0059				0.2004977954		1008.3198153449		0.1099013943		1.1252		0.5481426573		1.100639749		1.022314523		0.0004979379

		111		59.626		623125		1066		1246046		1.2421		300.1734		1.001		1.0004				0.2979684478		1007.3999520675		0.1741759747		1.2421		0.5845450281		1.2035336216		1.0320442883		0.0010268364

		111		59.7044		848438		1386		1696559		1.3595		388.7157		1.0026		1.0072				0.3869061577		1004.6769540727		0.236844074		1.3595		0.6121486291		1.3180886538		1.0314177245		0.0009870734

		111		59.8198		1126172		1743		2252060		1.5523		493.263		0.9917		1.0116				0.4856251609		1015.7278487917		0.3137679052		1.5523		0.6461113024		1.4772109602		1.0508316292		0.0025838545

		111		59.8547		1394765		2077		2784185		1.729		588.8737		0.9727		1.0167				0.5783450033		1018.2048719708		0.3883752376		1.729		0.6715286471		1.6705204657		1.0350067751		0.0012254743

		111		59.8636		1681235		2394		3357855		2.0291		680.7465		0.9757		1.0104				0.6665152112		1021.3517838947		0.46807381		2.0291		0.702270259		1.9133890079		1.0604743686		0.0036571493

		111		59.874		1959148		2710		3919245		2.3469		768.5379		0.9694		0.9941				0.7543619378		1018.7919902125		0.5453530191		2.3469		0.7229328413		2.245118516		1.0453345707		0.0020552233

		111		59.9011		2075969		2857		4151402		2.4142		808.657		0.9704		0.9939				0.7949214066		1017.2791842359		0.5776101496		2.4142		0.7266254813		2.4436446598		0.9879505149		0.0001451901

		111		59.9042		2216469		3027		4435371		2.5583		855.7563		0.9623		0.9899				0.8421780109		1016.1228254997		0.6166704505		2.5583		0.7322329039		2.727576207		0.9379389633		0.0038515723

		111		59.8998		2363382		3189		4721665		2.7356		900.7458		0.956		0.9878				0.8873151496		1015.13627979		0.6575931806		2.7356		0.7411044214		3.0723264866		0.8904001615		0.0120121246

																																		sum(e^2):		0.0280424361

		237		59.5708		375930		745		751827		1.0308		193.2064		0.9938		0.9376				0.2084354527		926.9363607882		0.1051773688		1.0308		0.5046040268		1.0598212316		0.9726168614		0.0007498363

		237		59.7008		620477		1114		1239998		1.1713		298.89		0.9739		0.9996				0.3109952742		961.0756972352		0.1732185052		1.1713		0.556981149		1.1603476893		1.009438818		0.0000890913

		237		59.6443		857492		1443		1714730		1.3273		390.7657		0.9832		0.9954				0.4032237783		969.1038104162		0.2396127263		1.3273		0.5942425502		1.2708007263		1.0444595856		0.0019766548

		237		59.788		1111218		1809		2222076		1.4529		485.5923		0.995		1.0037				0.5042817957		962.9383891343		0.3097661738		1.4529		0.6142719735		1.4219979021		1.0217314652		0.0004722566

		237		59.8591		1342258		2112		2688339		1.6101		566.4324		1.0072		0.9969				0.5880475984		963.2424339443		0.3737270802		1.6101		0.6355388258		1.5808777406		1.0184848319		0.000341689

		237		59.8596		1633922		2476		3272184		1.8234		669.3618		1.0017		0.9983				0.6893909526		970.9465978178		0.4549317625		1.8234		0.6599038772		1.8336202391		0.9944261964		0.0000310673

		237		59.8938		1924469		2797		3849762		2.1453		757.591		0.989		1.0056				0.7783220745		973.364401197		0.5355225972		2.1453		0.6880475509		2.1401186146		1.002421074		0.0000058616

		237		59.9		2052570		2958		4109275		2.2906		802.6775		0.983		1.0054				0.8230383973		975.2613032454		0.5711101836		2.2906		0.6939046653		2.3397050434		0.9790122932		0.0004404838

		237		59.8935		2199351		3122		4400040		2.5207		846.6809		0.9813		0.9991				0.8687642788		974.5807011688		0.6120171638		2.5207		0.7044686099		2.5891594609		0.9735591948		0.0006991162

		237		59.9065		2364789		3281		4732652		2.8154		886.7795		0.9742		0.9942				0.9128113532		971.4816723575		0.6579110781		2.8154		0.7207525145		2.8889345743		0.9745461268		0.0006478997

																																		sum(e^2):		0.0054539565

																						111		111		111		111		237		237		237		237

																						prep		0.1253333333		prep+exec		0.94		prep		0.1206666667		prep+exec		0.905

																						exec		0.8146666667		exec/prep		6.5		exec		0.7843333333		exec/prep		6.5

				Compare response times for same throughput, htt on and off

				Need to interpolate a little from measured data to use Excel

				seed 111

				htt on				htt off				nominal		resp (on)		resp (off)		on/off

				arrival		response		arrival		response		thruput

				0.2004977954		1.1252		0.1963225784		1.1064		0.2		1.1246029764		1.1104537098		1.0127418789

				0.2979684478		1.2421		0.2880379059		1.2075		0.295		1.2381815748		1.2178574279		1.0166884451

				0.3869061577		1.3595		0.3742790732		1.3358		0.383		1.3518712034		1.3540418467		0.9983969156

				0.4856251609		1.5523		0.465399708		1.5264		0.48		1.5415799006		1.5598829621		0.9882663879

				0.5783450033		1.729		0.5461128191		1.7115		0.57		1.7005965797		1.7904012819		0.9498410199

				0.6665152112		2.0291		0.6210428726		1.959		0.66		2.0055301504		2.1256351254		0.9434968996

				0.7543619378		2.3469		0.6965326975		2.2819		0.74		2.3230693521		2.6333350935		0.8821776453

				0.7949214066		2.4142		0.7327353411		2.5746		0.78		2.3687000172		2.8247561116		0.8385502761

				0.8421780109		2.5583		0.7695787683		2.7696		0.82		2.4711841251		3.135940543		0.7880200824

				0.8873151496		2.7356		0.7989775758		2.9832		0.86		2.628305294		3.4265645763		0.7670380159

				seed 237

				193.2064		1.0308		190.9873		1.0283		200		1.0398316833		1.0373060729		1.0024347783

				298.89		1.1713		286.4575		1.1237		295		1.1646949891		1.1396124272		1.0220097301

				390.7657		1.3273		377.2916		1.2929		383		1.3170141528		1.303330765		1.0104987837

				485.5923		1.4529		468.7397		1.46		480		1.4420253281		1.4851527459		0.9709609548

				566.4324		1.6101		539.6517		1.6184		570		1.6174931168		1.7021911927		0.9502417377

				669.3618		1.8234		621.9774		1.8457		660		1.7892439222		1.9722553786		0.9072070187

				757.591		2.1453		694.9849		2.0887		735		2.0628778212		2.2218872657		0.9284349629
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Sheet1

				Open model hyperthreading experiments

				time: elapsed minutes for data collection part of benchmark run

				bmkCPU: benchmark process CPU consumption (msec) seen by DLL called from Java

				jobCount: number of jobs

				jobCPU: job thread CPU consumption (msec) seen by a (different) DLL

				response: average job response time (sec) from benchmark timestamps

				arrival: jobCount/time (jobs/sec)

				arrivalCV: coeff ov variation for job arrivals

				serviceCV: coeff of variation for job service times

				service(1): job thread CPU consumption (sec/job)

				service(2): bmkCPU/jobCount (sec/job)

				bmkUtil: bmkCPU/time, units aligned

				jobUtil: jobCPU/time, units aligned

				bmkOver: bmk CPU utilization not captured by jobs

				deg: response/service

				arrival(2): jobCount/time

				dell, htt off		14-Aug

		|------------------------------------------------------------ measured ---------------------------------------------------------------|																				|--------------------- computed -------------------- - - -  -  -  -  -    -    -    -

		seed		time		bmkCPU		jobCount		jobCPU		response		arrival		arrivalCV		serviceCV				arrival(2)		arr/arr(2)		bmkUtil		response		service(1)		G/G/1		resp/(G/G/1)

		111		59.5109		654437		701		652095		1.1064		197.1929		0.9815		1.0108				0.1963225784		1004.4331200522		0.1832821102		1.1064		0.9335763195		1.1386821109		0.9716495846

		111		59.6565		958563		1031		958544		1.2075		289.8477		0.9739		0.999				0.2880379059		1006.2831803133		0.2678006588		1.2075		0.9297410281		1.252586537		0.9640052518

		111		59.7148		1243750		1341		1243638		1.3358		377.457		0.9601		1.0077				0.3742790732		1008.4907947919		0.347136165		1.3358		0.9274794929		1.3977601824		0.9556718075

		111		59.7336		1555797		1668		1555683		1.5264		473.4742		0.9371		1.0171				0.465399708		1017.349585364		0.4340932072		1.5264		0.9327320144		1.6104638835		0.9478014476

		111		59.8167		1823891		1960		1823247		1.7115		554.0582		0.9214		1.0148				0.5461128191		1014.5489734267		0.508188906		1.7115		0.9305566327		1.8317437062		0.9343556057

		111		59.7919		2103907		2228		2090013		1.959		634.4091		0.9046		1.0113				0.6210428726		1021.5222297924		0.5864526243		1.959		0.9443029623		2.1874036105		0.8955823199

		111		59.8919		2362250		2503		2358479		2.2819		713.871		0.8878		1.0004				0.6965326975		1024.8923023148		0.657364908		2.2819		0.943767479		2.6004659118		0.8774966015

		111		59.867		2533797		2632		2535106		2.5746		749.0207		0.8793		0.996				0.7327353411		1022.2254311603		0.7053961281		2.5746		0.9626888298		3.0639963263		0.8402751589

		111		59.9029		2670938		2766		2670794		2.7696		785.8525		0.8692		0.9939				0.7695787683		1021.1462846475		0.743129854		2.7696		0.9656319595		3.5019034559		0.7908841677

		111		59.9099		2759797		2872		2756823		2.9832		813.7128		0.862		0.9926				0.7989775758		1018.4426004886		0.7677632022		2.9832		0.9609321031		3.8369127871		0.7775000803

		237		59.4958		637578		731		636156		1.0283		190.9873		0.9774		0.936				0.2047763596		932.6628347475		0.1786058848		1.0283		0.8721997264		1.0158746731		1.0122311613

		237		59.7198		947250		1073		947201		1.1237		286.4575		0.9456		0.9873				0.2994540058		956.5993257316		0.2643595591		1.1237		0.882805219		1.1597882016		0.9688838

		237		59.7878		1249703		1393		1249622		1.2929		377.2916		0.9449		0.9928				0.388317795		971.6052285347		0.3483717971		1.2929		0.8971306533		1.3338665049		0.9692874027

		237		59.8122		1551125		1742		1551076		1.46		468.7397		0.9439		0.9987				0.4854082166		965.6608272448		0.432220907		1.46		0.8904276693		1.5232550932		0.958473736

		237		59.8398		1780828		2011		1778482		1.6184		539.6517		0.951		1.0015				0.5601065957		963.4803519938		0.4959987611		1.6184		0.8855435107		1.715297078		0.9435100315

		237		59.8049		2037828		2302		2040746		1.8457		621.9774		0.9357		0.9995				0.6415304877		969.5211870354		0.5679099873		1.8457		0.8852423979		1.9823659864		0.9310591549

		237		59.876		2284734		2580		2277247		2.0887		694.9849		0.9148		0.9952				0.7181508451		967.7422295907		0.6359626562		2.0887		0.885555814		2.3231292521		0.8990890189

				dell, htt on		14-Aug

		|------------------------------------------------------------ measured ---------------------------------------------------------------|																				|--------------------- computed -------------------- - - -  -  -  -  -    -    -    -

		seed		time		bmkCPU		jobCount		jobCPU		response		arrival		arrivalCV		serviceCV				arrival(2)		arr/arr(2)		bmkUtil		response		service(1)		Yiping		resp/Yiping		(1-err)^2

		111		59.4354		391922		715		783782		1.1252		202.1659		1.0006		1.0059				0.2004977954		1008.3198153449		0.1099013943		1.1252		0.5481426573		1.100639749		1.022314523		0.0004979379

		111		59.626		623125		1066		1246046		1.2421		300.1734		1.001		1.0004				0.2979684478		1007.3999520675		0.1741759747		1.2421		0.5845450281		1.2035336216		1.0320442883		0.0010268364

		111		59.7044		848438		1386		1696559		1.3595		388.7157		1.0026		1.0072				0.3869061577		1004.6769540727		0.236844074		1.3595		0.6121486291		1.3180886538		1.0314177245		0.0009870734

		111		59.8198		1126172		1743		2252060		1.5523		493.263		0.9917		1.0116				0.4856251609		1015.7278487917		0.3137679052		1.5523		0.6461113024		1.4772109602		1.0508316292		0.0025838545

		111		59.8547		1394765		2077		2784185		1.729		588.8737		0.9727		1.0167				0.5783450033		1018.2048719708		0.3883752376		1.729		0.6715286471		1.6705204657		1.0350067751		0.0012254743

		111		59.8636		1681235		2394		3357855		2.0291		680.7465		0.9757		1.0104				0.6665152112		1021.3517838947		0.46807381		2.0291		0.702270259		1.9133890079		1.0604743686		0.0036571493

		111		59.874		1959148		2710		3919245		2.3469		768.5379		0.9694		0.9941				0.7543619378		1018.7919902125		0.5453530191		2.3469		0.7229328413		2.245118516		1.0453345707		0.0020552233

		111		59.9011		2075969		2857		4151402		2.4142		808.657		0.9704		0.9939				0.7949214066		1017.2791842359		0.5776101496		2.4142		0.7266254813		2.4436446598		0.9879505149		0.0001451901

		111		59.9042		2216469		3027		4435371		2.5583		855.7563		0.9623		0.9899				0.8421780109		1016.1228254997		0.6166704505		2.5583		0.7322329039		2.727576207		0.9379389633		0.0038515723

		111		59.8998		2363382		3189		4721665		2.7356		900.7458		0.956		0.9878				0.8873151496		1015.13627979		0.6575931806		2.7356		0.7411044214		3.0723264866		0.8904001615		0.0120121246

																																		sum(e^2):		0.0280424361

		237		59.5708		375930		745		751827		1.0308		193.2064		0.9938		0.9376				0.2084354527		926.9363607882		0.1051773688		1.0308		0.5046040268		1.0598212316		0.9726168614		0.0007498363

		237		59.7008		620477		1114		1239998		1.1713		298.89		0.9739		0.9996				0.3109952742		961.0756972352		0.1732185052		1.1713		0.556981149		1.1603476893		1.009438818		0.0000890913

		237		59.6443		857492		1443		1714730		1.3273		390.7657		0.9832		0.9954				0.4032237783		969.1038104162		0.2396127263		1.3273		0.5942425502		1.2708007263		1.0444595856		0.0019766548

		237		59.788		1111218		1809		2222076		1.4529		485.5923		0.995		1.0037				0.5042817957		962.9383891343		0.3097661738		1.4529		0.6142719735		1.4219979021		1.0217314652		0.0004722566

		237		59.8591		1342258		2112		2688339		1.6101		566.4324		1.0072		0.9969				0.5880475984		963.2424339443		0.3737270802		1.6101		0.6355388258		1.5808777406		1.0184848319		0.000341689

		237		59.8596		1633922		2476		3272184		1.8234		669.3618		1.0017		0.9983				0.6893909526		970.9465978178		0.4549317625		1.8234		0.6599038772		1.8336202391		0.9944261964		0.0000310673

		237		59.8938		1924469		2797		3849762		2.1453		757.591		0.989		1.0056				0.7783220745		973.364401197		0.5355225972		2.1453		0.6880475509		2.1401186146		1.002421074		0.0000058616

		237		59.9		2052570		2958		4109275		2.2906		802.6775		0.983		1.0054				0.8230383973		975.2613032454		0.5711101836		2.2906		0.6939046653		2.3397050434		0.9790122932		0.0004404838

		237		59.8935		2199351		3122		4400040		2.5207		846.6809		0.9813		0.9991				0.8687642788		974.5807011688		0.6120171638		2.5207		0.7044686099		2.5891594609		0.9735591948		0.0006991162

		237		59.9065		2364789		3281		4732652		2.8154		886.7795		0.9742		0.9942				0.9128113532		971.4816723575		0.6579110781		2.8154		0.7207525145		2.8889345743		0.9745461268		0.0006478997

																																		sum(e^2):		0.0054539565

																						111		111		111		111		237		237		237		237

																						prep		0.1253333333		prep+exec		0.94		prep		0.1206666667		prep+exec		0.905

																						exec		0.8146666667		exec/prep		6.5		exec		0.7843333333		exec/prep		6.5

				Compare response times for same throughput, htt on and off

				Need to interpolate a little from measured data to use Excel

				seed 111

				htt on				htt off				nominal		resp (on)		resp (off)		on/off

				arrival		response		arrival		response		thruput

				200.4977953655		1.1252		196.3225784408		1.1064		200		1.1246029764		1.1104537098		1.0127418789

				297.9684477689		1.2421		288.0379059002		1.2075		295		1.2381815748		1.2178574279		1.0166884451

				386.9061576701		1.3595		374.2790731946		1.3358		383		1.3518712034		1.3540418467		0.9983969156

				485.6251608999		1.5523		465.399708037		1.5264		480		1.5415799006		1.5598829621		0.9882663879

				578.3450032607		1.729		546.1128191068		1.7115		570		1.7005965797		1.7904012819		0.9498410199

				666.5152112469		2.0291		621.0428725853		1.959		660		2.0055301504		2.1256351254		0.9434968996

				754.3619378473		2.3469		696.5326975211		2.2819		740		2.3230693521		2.6333350935		0.8821776453

				794.9214065629		2.4142		732.7353411173		2.5746		780		2.3687000172		2.8247561116		0.8385502761

				842.1780108907		2.5583		769.5787683067		2.7696		820		2.4711841251		3.135940543		0.7880200824

				887.3151496332		2.7356		798.9775757707		2.9832		860		2.628305294		3.4265645763		0.7670380159

				seed 237

				193.2064		1.0308		190.9873		1.0283		200		1.0398316833		1.0373060729		1.0024347783

				298.89		1.1713		286.4575		1.1237		295		1.1646949891		1.1396124272		1.0220097301

				390.7657		1.3273		377.2916		1.2929		383		1.3170141528		1.303330765		1.0104987837

				485.5923		1.4529		468.7397		1.46		480		1.4420253281		1.4851527459		0.9709609548

				566.4324		1.6101		539.6517		1.6184		570		1.6174931168		1.7021911927		0.9502417377

				669.3618		1.8234		621.9774		1.8457		660		1.7892439222		1.9722553786		0.9072070187

				757.591		2.1453		694.9849		2.0887		735		2.0628778212		2.2218872657		0.9284349629
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		|------------------------------------------------------------ measured ---------------------------------------------------------------|																				|--------------------- computed -------------------- - - -  -  -  -  -    -    -    -

		seed		time		bmkCPU		jobCount		jobCPU		response		arrival		arrivalCV		serviceCV				arrival(2)		arr/arr(2)		bmkUtil		Measured Response		Tandem Queue Prediction		meas/pred		M/M/1		M/M/1 with Calibration		service(1)						T Queue		G/G/1		resp/(G/G/1)

		111		59.5109		654437		701		652095		1.1064		197.1929		0.9815		1.0108		0.99615		0.1963225784		1004.4331200522		0.1832821102		1.1064		1.1062631949		1.0001236641		1.1430829803		0.8230197458		0.9335763195		1.1045216475				1.1062631949		1.1386821109		0.9716495846

		111		59.6565		958563		1031		958544		1.2075		289.8477		0.9739		0.999		0.98645		0.2880379059		1006.2831803133		0.2678006588		1.2075		1.220797475		0.9891075504		1.2697922216		0.9142503995		0.9297410281		1.2150089409						1.252586537		0.9640052518

		111		59.7148		1243750		1341		1243638		1.3358		377.457		0.9601		1.0077		0.9839		0.3742790732		1008.4907947919		0.347136165		1.3358		1.3535192846		0.9869087313		1.4206323635		1.0228553017		0.9274794929		1.3558273769						1.3977601824		0.9556718075

		111		59.7336		1555797		1668		1555683		1.5264		473.4742		0.9371		1.0171		0.9771		0.465399708		1017.349585364		0.4340932072		1.5264		1.5306279547		0.9972377646		1.6482078431		1.186709647		0.9327320144		1.562149967						1.6104638835		0.9478014476

		111		59.8167		1823891		1960		1823247		1.7115		554.0582		0.9214		1.0148		0.9681		0.5461128191		1014.5489734267		0.508188906		1.7115		1.7329313669		0.9876328819		1.8921017521		1.3623132615		0.9305566327		1.776791395						1.8317437062		0.9343556057

		111		59.7919		2103907		2228		2090013		1.959		634.4091		0.9046		1.0113		0.95795		0.6210428726		1021.5222297924		0.5864526243		1.959		1.9771338145		0.990828231		2.2834214839		1.6440634684		0.9443029623		2.1217815022						2.1874036105		0.8955823199

		111		59.8919		2362250		2503		2358479		2.2819		713.871		0.8878		1.0004		0.9441		0.6965326975		1024.8923023148		0.657364908		2.2819		2.3067544916		0.9892253416		2.754439055		1.9831961196		0.943767479		2.5224519345						2.6004659118		0.8774966015

		111		59.867		2533797		2632		2535106		2.5746		749.0207		0.8793		0.996		0.93765		0.7327353411		1022.2254311603		0.7053961281		2.5746		2.5082738861		1.0264429312		3.2677399096		2.3527727349		0.9626888298		2.9720764365						3.0639963263		0.8402751589

		111		59.9029		2670938		2766		2670794		2.7696		785.8525		0.8692		0.9939		0.93155		0.7695787683		1021.1462846475		0.743129854		2.7696		2.7539018642		1.0057003251		3.7592222167		2.706639996		0.9656319595		3.3968463523						3.5019034559		0.7908841677

		111		59.9099		2759797		2872		2756823		2.9832		813.7128		0.862		0.9926		0.9273		0.7989775758		1018.4426004886		0.7677632022		2.9832		2.988074582		0.9983686545		4.1377254256		2.9791623064		0.9609321031		3.7218054035						3.8369127871		0.7775000803

																0.045		0.878

																1.1062631949

																2.988074582
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